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ABSTRACT

This paper describes a natural and intuitive way to create expres-
sive facial animations, using a novel approach based on the so-
called ’multimodal caricatural mirror’ (MCM). Taking as an in-
put an audio-visual video sequence of the user’s face, the MCM
generates a facial animation, in which the prosody and the fa-
cial expressions of emotions can either be reproduced or am-
plified. The user can thus simulate an emotion and see almost
instantly the animation it produced, like with a regular mirror.
In addition, the MCM also enables to amplify the emotions of
selected parts of the input video sequence, leaving other parts
unchanged. It therefore constitutes a novel approach to the de-
sign of very expressive facial animation, as the affective content
of the animation can be modified by post-processing operations.
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1. INTRODUCTION

During the past few years, research on automatic emotion recog-
nition and synthesis has attracted the attention of an ever-growing
community of researchers from various fields. Many different
prototypes of emotion recognition systems, based on both face
or prosody analysis have been designed. Most of them [1] - [3]
require strictly defined conditions (user facing the camera, con-
stant illumination and pose, etc.) in order to provide satisfactory
results.

Regarding facial expression recognition, an interested reader
may refer to [4], [5]. A system that automatically detects frontal
faces in the video stream and codes them with respect to 7 di-
mensions in real time: neutral, anger, disgust, fear, joy, sadness,
surprise, is proposed in [1]. The face is detected and Gabor fil-
ters are applied to it to form a patch that is then used as an input
to a SVM classifier. The system was tested using frontal video

sequences containing only one poser at a time. In [6], a Tree-
Augmented-Naive Bayes (TAN) classifier that learns the depen-
dencies between the facial features is introduced. An algorithm
for finding the best TAN structure is also presented. The system
was also tested using frontal video sequences containing only
one poser at a time. In [7], SVMs are used to classify facial ex-
pressions using only geometrical information (the difference of
the deformed grid coordinates between the neutral and the fully
expressive frame). The system was also tested under controlled
conditions.

Regarding prosody analysis, speech to video synthesis us-
ing MPEG-4 compliant features was attempted in [2]. The cor-
relation between the building blocks of speech (phonemes) and
the building blocks of visual speech (visemes) is also exploited.
The visual speech is represented in terms of the facial anima-
tion parameters (FAPs), supported by the MPEG-4 standard.
A correlation hidden Markov model (CHMM) system, which
integrates independently trained acoustic HMM (AHMM) and
visual HMM (VHMM) systems, in order to realize speech-to-
video synthesis, is also proposed. Prosody from a neutral speech
is converted to emotional speech in [8]. The method proposed
attempts to synthesize emotional speech by using “strong”, “me-
dium”, and “weak” classifications. Different models are tested,
a linear modification model (LMM), a Gaussian mixture model
(GMM), and a classification and regression tree (CART) model.
Emotional speech is also related to stress and linguistic informa-
tion.

However, new applications raise new needs. Tomorrow’s
human-computer interfaces require, with no doubt, intelligent
communicative skills. Expressive virtual characters (avatars)
are designed to make the user-computer communication easier
and more friendly. Thus, realistic facial animation, humanlike
expressions, realistic produced voice, are some of the essential
points of a successful intelligent system. In [9], a facial ex-
pression imitation system was created. More specifically, an
artificial facial expression mimic system which can recognize
facial expressions of humans and also imitate the recognized fa-
cial expressions, is proposed. A classifier that is based on weak
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classifiers obtained by using modified rectangular features was
employed to recognize human facial expression in real-time.
A robot was introduced and manipulated by a distributed con-
trol algorithm to produce artificial facial expressions. In [3],
an expressive facial animation synthesis system enabled by au-
tomated learning from facial motion capture data is proposed.
Accurate 3D motions of the markers on the face of a human
subject are captured while he/she recites a predesigned corpus,
with specific spoken and visual expressions. A motion capture
mining technique that “learns” speech coarticulation models for
diphones and triphones from the recorded data was also devel-
oped.

However, even professional actors face difficulties in ex-
pressing themselves intensively. When someone is aware of
a camera being present, is more possible not to express a fa-
cial expression in the same way as he should in a totally unex-
pected situation. Consequently, animation sequences have to be
recorded many times before a satisfying result can be achieved.
Moreover, the quality and naturalness of an expressive facial an-
imation seems to be often inversely proportional to the number
of times a person is asked to express an emotion, as the poser
creates a mental image in his head of what the facial expression
should look like, thus making its expression not spontaneous. To
cope with these difficulties, we propose a new approach to the
design of expressive multimodal facial animation of synthetic
characters.

The proposed system may also be used to train oneself to
express emotions, by providing direct visual and auditory feed-
back. It is also capable of increasing the expressiveness of pre-
recorded animations. To summarize, the ’multimodal caricat-
ural mirror’ enables its user to generate facial animation using
only natural devices, i.e. a standard video camera with a micro-
phone input. The facial animation engine may either truly re-
produce the user’s voice and facial expressions or amplify both
the prosodic (pitch and speaking rate) and facial expressions of
emotions, using time scaling functions to ensure synchroniza-
tion between both modalities. Summarizing, the contributions
of this paper are:

• the introduction of a complete system that captures fa-
cial expressions and emotions, by extracting the video of
a poser and prosody by extracting the equivalent audio
sequence, in order to process them and produce realistic
graphical and vocal modalities that simulate the poser’s
behavior.

• the novel automatic reproduction of the poser’s facial ex-
pression and voice, either having been reproduced, or
having amplified to create a caricature version of the po-
ser’s behavior.

The differences of the system proposed in this paper and the
previously mentioned ones are the following:

• our system employs a well-known facial model, the Can-
dide model, instead of another model that the authors
may have created but is not publicly available [3].

• our system does not require the use of markers placed at
the face of the poser for effective point tracking, like in
[3].

• in our system the user has the ability to choose between
the realistic representation of the displayed emotion or
the production of a caricature version of it. The ampli-
fication of the emotion captured is something novel and
can be performed in any part of the video sequence the
user wishes to alter. Furthermore, another option is pro-
vided, that allows the display of an emotion facial grid-
and-voice template when the facial tracker fails to cor-
rectly track the expression depicted.

The structure of this paper is as follows. The overall archi-
tecture of the proposed system is presented in Section 2. The
face analysis part, which involves automatic face detection, au-
tomatic detection, tracking of the facial features (eyes, eyebrows
and mouth’s shapes) and automatic facial expression recogni-
tion, is described thoroughly in Section 3. The analysis of user’s
prosody: the way the speech signal may be represented and
possibly modified using prosody amplification functions, is ex-
amined in Section 4. The mechanisms leading to synchronized
and realistic multimodal facial animation using two different ap-
proaches to generate the animation, are presented in Section 5.
A conclusion investigating possible extensions of the system’s
capabilities is drawn in Section 6.

2. ARCHITECTURE

The architecture of the proposed multimodal interface is de-
picted in figure 1. As suggested by the diagram flow, the ani-
mation can be generated either by the output of a facial expres-
sion recognition system using prototypes of facial expressions
(model-based facial animation), or by the reproduction (with or
without amplification) of user’s facial muscle actions using the
positions of the tracked facial features (mirror-based facial ani-
mation). Both approaches are described in detail in Section 5 of
this paper, related to the facial animation engine.

The procedure followed by the system is exposed hereafter.
First, a video camera equipped with a microphone records the
user’s voice and image. An automatic face detector provides the
coordinates of the face’s bounding box, for the first frame of the
video sequence. The corresponding face image is extracted and
examined in order to estimates the positions of a set of crucial
points, described as facial definition parameters (FAPs) in the
MPEG-4 formalism [10]. The facial feature tracker uses this
set of detected feature points to apply a parametric deformable
grid model on the user’s face. The model is then able to deform
over time to track the contours of the facial features, providing
estimations of facial muscle movements.

These muscle movements are described as Facial Action
Units (FAU) in the Facial Action Coding System (FACS) [10].
For the MPEG-4 compliant mirror-based facial animation, the
estimated action units can undergo an optional amplification step
or be directly used by the facial animation engine (FAE). For the
model-based animation, muscle movements are not converted to
action units, but are directly used by the facial expression recog-
nition system. The recognized facial expressions are used to se-
lect the pre-defined animation templates that should be used for
animation.

Simultaneously, prosodic features are extracted from the spe-
ech signal. Two parameters related to the affective content of
the speech signal are currently processed: pitch and speaking
rate. Those two parameters are modified to enhance the expres-
siveness of the original signal and thereby create the caricature
version of the user’s voice.

Finally, a multimodal fusion module ensures synchroniza-
tion between both modalities. The resulting multimodal facial
animation is then displayed on a large screen facing the user.
The user can replay the animation sequence and select the parts
that he wants to caricature. The amplitude of the amplification
can be controlled to produce an animation that is expressive but
still natural.

3. FACIAL EXPRESSION ANALYSIS

The problem of automatic analysis of facial expressions is gen-
erally decomposed into three distinct parts. First, the system de-
tects the presence of faces inside the scene. In a second step, it
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Figure 1: System architecture.

extracts the facial features in the detected face images. Finally, a
facial expression recognition system may infer emotional infor-
mation from the tracked facial features, whose shape and con-
tour convey affective information.

In practice, an extensive search is performed over the whole
image for the first frame of the video sequence. Once the face
and the facial features have been successfully detected, real-time
tracking is performed by taking the last frame’s result as initial-
ization of current frame’s search process, thereby drastically re-
ducing the amount of computations. In the following of this sec-
tion, each of the above-mentioned steps is detailed, along with
the solutions that were retained.

3.1. Face detection

Among the variety of approaches that have been developed so
far, it is now widely accepted that the best face detectors are
the ones based on a combination of several individual systems,
called weak detectors. These weak detectors provide by defini-
tion an unreliable estimate of the face’s position and size. They
segment the search space in faces and non-faces regions, using
different types of criteria (mostly based on color, shape or tex-
ture information). A technique known as boosting defines the
way the outputs of the different weak detectors should be com-
bined to maximize the overall detector performances. In short,
each of the weak detectors has an influence on the final detection
proportional to its individual performance.

The system used for face tracking is a variant of the well-
known Mean-Shift algorithm [11]. The Mean-Shift algorithm
is a non-parametric statistical method, which exhibits both low
computational cost and robustness to orientation variations and
partial occlusions.

The variant we used in our implementation is the Contin-
uously Adaptive Mean-Shift (CamShift) algorithm, which was
primarily designed for efficient face tracking [12]. The main
difference between CamShift and Mean-Shift is that CamShift

uses continuously adaptive probability distributions (that is, dis-
tributions that can be recomputed for each frame) while Mean-
Shift is based on static distributions, which are not updated un-
less the target experiences significant changes in shape, size or
color. We invite the reader to refer to [12] for a comparative
study of both algorithms. Intel’s Open Source Computer Vision
Library (OpenCV, Intel Corporation, 2003) provides an imple-
mented version of the CamShift algorithm. This implementation
was used in the proposed system. Figure 2 shows how the face
detector extracts the face image from the scene. The area de-

Figure 2: Output of the face detection algorithm.

tected by the face tracker is sent to the facial features detection
and tracking module, whose aim is to track the contours and
shapes of the eyes, eyebrows and mouth.

3.2. Facial feature detection and tracking

This module aims at detecting and tracking the subset of facial
animation parameters (FAPs) that are related to the facial ex-
pressions of emotions. These FAPs are shown in figure 3. The
points that we wish to detect consist of the corners of the eyes,
the corners of the eyebrows and the corners of the mouth. These
points are shown in white in figure 4. The extraction of this sub-
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set of points consists of a two-step procedure. The first image of
the video sequence produces an estimation of the positions of a
set of FAPs, which serve as anchor points to a deformable face
template. The template deforms to fit the set of anchor points.
Once the template is adjusted on the user’s face, it is allowed to
deform over time to track the contours of the facial features over
the entire video sequence.

Figure 3: FAPs that are related to the facial expression of emo-
tions.

3.2.1. Facial features detection

The approach followed for facial features detection is based on
the method developed in [13]. This method describes how facial
features can be extracted from the face image based on the ob-
servation that eyes, eyebrows and mouth differ in intensity from
the rest of the face, because of their lower brightness. This ob-
servation is used to locate the facial features, based on the lumi-
nance information of specific search-spaces, built from existing
knowledge of the face’s morphological appearance.

As a pre-processing step, morphological operations are ap-
plied to enhance dark regions of the face. This method was cho-
sen as it was an easy algorithm to implement that provided sat-
isfactory results. As suggested in [14], grayscale erosion is first
applied to the intensity image, using a kernel of 5x3, since the
features to be detected have higher horizontal dimensions. The
contrast of the resulting image is improved by applying a sharp-
ening operation, described by the following equation:

g(x, y) =


min, if f(x, y)− min < max − f(x, y);
max, otherwise.

(1)
The pre-processed image is then analyzed by extracting the

luminance profile along a set of vertical and horizontal line seg-
ments inside the search space. The set of luminance profiles
contains enough information to detect without ambiguity a dozen

of FAPs, enough to automatically initialize a deformable face
model.

To illustrate the method with a practical example, the lumi-
nance profile along three vertical lines, situated respectively at
one third, one half and two third of the extracted face image, is
depicted in figure 4. The three luminance profiles on the right
of this figure correspond to the three vertical white lines drawn
over the face image provided by the face detector. The lines
are situated respectively at one third, one half and two third of
the image width. On the plots showing pixel luminance intensity
values along these lines, dark pixel values are situated on the left
of the intensity scale. For the lines situated at one and two third
of the image, very dark values in the upper part of the image
can be noticed, corresponding to the localization of the eyes and
eyebrows. As the leftmost line doesn’t go through the mouth,
the profile does not contain dark parts in the mouth regions. On
the line located in the middle of the image width, mouth’s upper
and lower limits can be located by luminance profile inspection.
The nose could also be detected through the presence of dark
regions, corresponding to nostrils (as can be seen in figure 4).
Future versions of the system will also include temporal ripples
appearing for instance on user’s forehead when inquietude is ex-
pressed, or around mouth corners when the person smiles.

The luminance profiles are examined in restricted search-
spaces determined by statistical information about the face mor-
phology. An entire facial expression database (the Cohn-Kanade
Facial Expression Database [15]) has been manually labelled to
provide reliable estimations of facial feature sizes and positions.
Using statistics built from the information extracted from the
database, one can easily build a search-space whose probability
to contain the searched feature point is above a certain threshold.
In the proposed system, an empirical value of 95% was chosen
as threshold.

3.2.2. Facial features tracking

The tracking of facial features is performed by a grid adaptation
system, based on deformable grid models. Among the 3D de-
formable face models, Candide-3 [14] was chosen, as it has been
specifically designed for model-based coding of human faces. It
uses a relatively low number of polygons, which allows fast de-
formations with moderate computing power.

The algorithm starts from the positions of the FAPs detected
in the first frame of the image. For each successive frame, the
nodes of the fitted Candide grid are updated using a pyrami-
dal implementation of the well-known Kanade-Lucas-Tomasi
(KLT) algorithm [16]. The idea of the pyramidal KLT algo-
rithm is to perform fixed-size block matching at different reso-
lutions. Optical flow is first computed in the lowest resolution
image. The resulting vectors are then refined at a higher resolu-
tion level. The process continues until optical flow is achieved
for the highest resolution level. At that time, the optical flow
vectors of highest resolution image update positions of the de-
formable grid.

As soon as the tracking algorithm computes the displace-
ment of all the tracked features, the resulting configuration (con-
taining the new positions of the model nodes) is deformed. The
displacements of model nodes are then assumed to be the driv-
ing forces of the model deformation. For additional details about
the implementation of the KLT algorithm, the reader is invited
to refer to [16].

For each successive frame, the coordinates of the Candide
grid nodes are compared to the coordinates of the previous frames.
The resulting geometrical displacements of the facial parameter
points are then sent to a Support Vector Machines (SVM) 7-class
classifier, which recognizes in real-time (currently 23 frames per
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Figure 4: Automatic facial feature detection.

second) the facial expression present on the user’s face. Figure
5 shows how the deformable grid model is deformed to allow
real-time tracking of user’s facial features.

The deformed Candide grid produced by the grid adaptation
algorithm [16] contains 104 nodes. However, only a subset of
these nodes is relevant for facial expression recognition. Ac-
cording to FACS specifications, out of the 104 nodes that the
grid contains, only 62 actually carry relevant emotional infor-
mation. We will thus only considerate those 62 points both for
facial expression recognition and synthesis. The 62 points cho-
sen are shown in figure 6. For more details, an interested reader
may refer to [7].

Figure 5: The facial feature tracker.

Figure 6: Candide points that correspond to the possible facial
motions as defined by FACS.

3.2.3. Facial expression recognition

The classification is performed using only the geometrical dis-
placements of facial animation parameters, without converting
these displacements into FAUs [7], because the conversion would
probably lead to performance degradations, as suggested in [7].

Thus, for a specific FAP i, the geometrical displacement is
defined as the difference between the neutral and the current
frame’s coordinates:

di(t) = [∆xi(t) ∆yi(t)]
′ with i = 1, . . . , 62 (2)

In this equation, i represents the index of the FAP under consid-
eration. A facial expression has to be classified into one out of
seven possible classes, each of them corresponding to one of the
six basic emotions (anger, disgust, fear, happiness, sadness and
surprise) plus the neutral state [17]. As previously announced,
only 62 points (i = 1,. . . ,62) will be retained.

25



Journal on Multimodal User Interfaces, Vol. 1, No. 1, March 2007

The input of the SVM classifier will then be a vector con-
taining the displacements of the entire set of points under con-
sideration:

F (t) = [d1(t) d2(t) . . . d62(t)]
′ (3)

The main idea behind SVMs is to project the input space
into a high-dimensional feature space, wherein data have been
made linearly separable by an appropriate kernel function. The
goal of the SVM classifier is then to construct a hyperplane that
will separate the different classes in the feature space, in such
a way that the margins (defined as the distance between the hy-
perplane and the nearest points) are maximized. Only the clos-
est points to the hyperplane (Support Vectors) are kept for data
modelling, while the others are simply discarded. There are two
advantages of proceeding this way. It prevents the classifier to
suffer from overfitting issues and it allows the training set to
be easily extended: new learning samples are simply added if
they become Support Vectors, or discarded if they lie far from
the hyperplane. Support Vector Machines are perfectly suited
for high-dimensional input spaces: real-time facial expression
recognition can be achieved even if the number of observation
variables is high.

Mathematically, the problem may be exposed as follows.
Let S = Fj , lj j = 1, . . . , n the training data set of labelled
training patterns, Fj ∈ <d, where n is equal to the number of
grids to be examined, d denotes the dimensionality of the train-
ing patterns, here equal to 62 ∗ 2 = 124, and lj ∈ {1, . . . , 7}
the number of classes.

The decision function f(F, α), which classifies a vector F ,
is chosen from a set of functions defined by the parameter α.
The parameter α should be chosen in such a way that for any F
the function should be able to provide a classification l as close
to the estimation as possible.

As exposed in details in [7], the construction of a hyperplane
that maximizes the margins is achieved with a decision function
of the type:

f(F ) = argmaxk[(wT
i F ) + bi], i = 1, . . . , 7 (4)

where wi is the hyperplane that separates each class from all the
others and bi is the corresponding bias vector bi = [b1 . . . b7]

T

(for more details, the interested reader can refer to [7]). The
SVM system projects the high dimensional input space to a fea-
ture space, Z(x), defined by a positive kernel function k(F, F ′),
specifying an inner product in the feature space:

Z(F )Z(F ′) = k(F, F ′) (5)

The kernel used for the experiments was a polynomial ker-
nel of the third degree:

k(gT
m, gn) = (gT

mgn + 1)3 (6)

The resulting SVM classifier was tested on the Cohn-Kanade
facial database [15], using a leave-one-out cross-validation pro-
tocol on the whole Cohn-Kanade database. The recognition rate
was equal to 99.7, which is up to now the best performance
achieved on the Cohn-Kanade facial database.

4. SPOKEN LANGUAGE PROCESSING

The emotional content of a verbal message can often be partially
or totally inferred from the words present in the message. Each
emotion can be correlated with a set of words, whose main pur-
pose is to allow people to verbally express their emotions. The
affective content of a speech signal, however, may also be in-
ferred from the prosody of the speech, by analyzing the values
of vocal features related to the physiological effects emotions
produced on the vocal tract. In the scope of this paper, the anal-
ysis of the prosody is the main concern. The emotional content
contained in the verbal part of the message will therefore not be
taken into account.

This module also aims at accentuating some aspects of the
original speech signal, in order to enhance its expressiveness. A
first attempt to achieve this goal is presented hereafter, by pro-
cessing the vocal features with user-defined prosodic distortion
functions.

Three different components of the prosodic information have
been considered here: pitch frequency, energy and speaking
rate. The system can currently regulate pitch variation ampli-
tudes and speaking rate. Energy-related distortion functions are
not presented here since their use didn’t lead to satisfying re-
sults.

The prosody-processing module is built as follows. First,
the speech signal is recorded from the user. Prosodic features
are extracted and sent to an analysis module, which will decide
which prosodic distortion function to apply. As explained later,
the resulting time scale modifications induced by the distortion
functions are sent to the facial animation module, which can use
them to generate synchronized multimodal animation.

4.1. Pitch processing

The pitch of a speech signal is defined as the fundamental fre-
quency Fo contained in that signal. As pitch is strongly corre-
lated with the pressure of the air expired by the lungs, the phys-
iological effects emotions may induce on the vocal tract will
influence both its mean and variance [18].

In order to preserve the pitch, an autocorrelation method
has been used. The PRAAT software provides a highly accurate
pitch-extraction algorithm that measures Fo with an accuracy of
10−6, and HNR values up to 60 dB. The interested user may
refer to [19] for more information about the pitch tracker algo-
rithm used in the implementation of this system.

Taking a speech signal as input, the algorithm outputs a set
of time stamps along with the corresponding pitch values. Then,
simple linear interpolation is performed to fill the unvoiced re-
gions. The result is a contour profile that has a value for every
time stamp. To eliminate micro prosody and other undesired re-
lated effects, a low-pass filter smoothes this contour (we used a
cut-off frequency of 10Hz) before it is sent to the prosody mod-
ification algorithm.

Once the pitch has been extracted and smoothed, its profile
needs to be modified to emphasize the expressiveness contained
in the original voice. The current prototype is able to increase
or decrease the pitch variations, according to the pitch variation
profile of the whole speech utterance. The system first measures
average pitch variations. A sliding time window then filters the
speech utterance and decides, for each position of the time win-
dow, whether the pitch variations should be increased or de-
creased, based on an adaptive threshold comparison. Finally,
modifications are performed leading to a more expressive spe-
ech signal, whose timing properties however remain unchanged.

In order to preserve a natural voice, the downtrend drift con-
tained in the speech signal must be taken into account: the pitch
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mean always goes down inside a sentence. This effect is due
to the fact that human lungs are limited and thus the pressure
of the air flowing through the vocal chords decreases over time.
As pitch decreases when pressure decreases, there is always a
downtrend drift in a speech utterance. This drift is considered
to be a base pitch around which variations occur. To ensure a
natural output voice, variations around this drift line have to be
amplified.

In order to estimate this natural downtrend drift a regression
curve (spline), computed by averaging the drifts over a large
set of training sentences, could be computed. However, this
would only be possible if phrase breaks could be automatically
detected. In order to avoid this limitation, a highly smoothed
base pitch line has been used. This base line is a coarse approx-
imation of the exact pitch drift but it takes into account pitch
jumps in phrase breaks.

The base line pitch contour is extracted using a low-pass fil-
ter with a cut-off frequency of 0.5 Hertz. The smoothed contour
curve is subtracted from the original pitch contour. The result
can then be amplified by simply parameter scaling.

The overall process can be modelled by the following equa-
tion:

fo(t) = α(f(t)− fb(t)) (7)

where fo(t) is the modified pitch contour that is obtained
by first subtracting the base line fb(t) from the original pitch
contour f(t) and then by multiplying the result by a factor α.

The overall pitch contour modification process is depicted in
figure 7. The smoothest line corresponds to the base line pitch
curve obtained by smoothing the contour. The original pitch
contour and the new generated contour, which results from the
amplification of the original pitch contour with respect to the
base line, are also drawn.

Figure 7: Amplifying pitch variations.

4.2. Speaking rate processing

As shown by previous studies [18], the speaking rate of a speech
signal is also strongly correlated with its emotional content. For
instance, an angry person will generally speak much faster than
a depressed one.

The approach that is proposed in this paper is to accelerate
high speaking rate utterances, while slowing down low speak-
ing rate ones, thereby increasing the emotional information that

speaking rate conveys. In order to achieve that, both a measure
of the speaking rate and a way of modifying it are required.

Formally, the speaking rate is defined as the number of pho-
nemes per time unit. As no speech recognition module is present
in the system, it is not possible to automatically divide the spe-
ech signal into its constitutive phonemes. Therefore, the speak-
ing rate as defined above cannot be computed. A solution may
be obtained by replacing phonemes by vowels: the speech sig-
nal is filtered and an estimation of the number of vowels per time
unit is extracted.

An example showing the speaking rate modification process
is presented below. The spectrogram depicted in figure 8 corre-
sponds to the user pronouncing the word ”so”. In this time-
frequency plot, the luminance values are inversely proportional
to the quantity of energy: the darker an area is, the more energy
it contains. The time scale corresponds to the horizontal axis,
while the vertical axis depicts the frequency range of the speech
signal.

Figure 8: The spectrogram of the word ”so”.

It can be seen in that spectrogram that fricatives have their
energy concentrated in high frequency bands, while vowels have
most of their energy in low-frequency bands. Therefore, if a
low-pass filter is applied to the speech signal, the energy peaks
will correspond to the presence of vowels only. By using a slid-
ing window of 75 ms, an estimation of the so-called speaking
rate over time can be obtained by counting the number of en-
ergy peaks inside the time window, for each of its positions.

A cut-off frequency of 2KHz for the low-pass filter was used
for the experiments, defined empirically. Since almost all the
energy peaks are concentrated in vowels after this filtering step,
these peaks can effectively be considered as a rough estimate of
our speaking rate. The result of the speaking rate estimation on
a whole utterance is shown in figure 9. The left part of figure 9
shows the values of the speaking rate over the whole utterance,
while the right part of figure 9 depicts the distortion of the time
scale, according to speaking rate instantaneous values.

Once an estimation of the speaking rate over time s(t) is
computed, the selection of the transformation to apply to the
input speech signal has to be made. A modification function
d(t) such as:

d(t) = f(s(t)), ∀t ∈ [0, . . . , To] (8)

has to be found. In this equation, To represents the total length
of the utterance. The constraint that the average speech rate
should remain constant over the whole utterance has been adopted.
This constraint forces some parts of the speech to be accelerated,
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Figure 9: Speaking Rate modification.

while other parts are slowed down. After trying a set of differ-
ent possible modification functions, it was empirically chosen to
use a function of the form:

f(t) =
1

(1 + exp(α(x−m)))
+ 0.5 (9)

where α is a parameter that controls the amount of amplification
and m is the mean of the speaking rate contour, as it provided
the best results. The output of this function is limited in the
range [0.5 . . . 1.5], to ensure that the speaking rate stays within
values considered as an acceptable range, since the speech signal
should not be transformed into an unintelligible one.

5. FACIAL ANIMATION

The reproduction of facial muscle actions is actually an easy
task, provided that the animation software can rely on the fa-
cial feature tracker’s ability to produce accurate estimations of
the FAP positions over the entire video sequence. A major lim-
itation of this type of applications is the tracker’s robustness.
As announced in the introduction, good experimental conditions
are always ensured (user facing the camera, constant illumina-
tion conditions, etc. . . ). Even with optimal conditions however,
the tracker sometimes fails to produce accurate estimations for
every FAP.

While small errors are automatically corrected using tem-
poral and spatial dependencies included into the model, large
errors degrade the quality of the produced animation. For exam-
ple, partial occlusion with a hand may lead the tracker to detect
the poser’s chin to a very low part of the image, or the whole
mouth to be completely falsely tracked. In such cases, the shape
of the deformed grid changes dramatically. The statistics ex-
tracted from the Cohn-Kanade database are used to create an
ideal rectangle that should include the deformed grid. If the de-
formed grid exceeds the boundaries of the rectangle, it is consid-
ered as a falsely detected grid. To cope with possible tracker’s
failure, a second implementation was introduced, which uses
pre-defined animation templates in cases the tracker fails to pro-
vide accurate positions. This alternate version of our FAE can
be very useful if only a small part of the animation sequence was
damaged by tracker’s errors. In these cases, only the damaged
part needs to be corrected, leaving other parts unchanged.

To achieve the goal of mimicking and amplifying user’s fa-
cial expressions, a facial animation engine was implemented,

based on existing libraries: OpenGL and Simple Directmedia
Layer (SDL). OpenGL is a well-known graphical library used
for 3D rendering, while SDL provides low-level interfaces to
reach media devices such as the video or sound card.

The developed FAE uses Candide-3 [14] as deformable face
model. It is a simple 3D mesh model including 184 polygons as
depicted in figure 10. The action units (AUs) and MPEG-4 FAPs
modelled for this face mesh facilitates the generation of facial
expressions. Each of these parameters controls a local part of
face by applying weighted translations to the mesh vertices.

Figure 10: Wireframe model of Candide3.

5.1. Mirror-based facial animation

The FAE is able to animate a deformable face model using the
positions estimated by the facial feature tracker. Those coordi-
nates actually correspond to the positions of the vertices on the
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Candide-3 face model. They govern the operations to be ap-
plied to the polygonal face mesh to reproduce the user’s facial
expressions.

The amplification effect is currently based on the multipli-
cation of the FAP displacements by an amplification factor k.
The resulting animation still looks realistic for relatively small
values of k (typically for k < 1.70). With larger amplifica-
tion factors, artifacts start to appear and the animation does not
look natural anymore. Further investigations include the use of
more elaborated amplification schemes, based on elastic proper-
ties of facial muscles. The amplification of the happiness emo-
tion (with k = 1.50) is depicted in figure 11: the left part rep-
resents the expression present on the user’s face while the right
part shows the amplified expression.

The animation engine also integrates the modified speech
signal coming out of the prosody modification stage. As the
output speech signal is not synchronized with the original one
(the speaking rate is modified to emphasize expressiveness of
input speech message), an animation where lip movements do
not correspond to the pronounced phonemes is produced. To
cope with this multimodal fusion issue, we scale the animation
frames in time with a mapping function (Eq. 8) provided by the
prosody modification algorithm.

Figure 11: Amplification of the happiness emotion.

5.2. Model-based facial animation

The main usability drawback of mirror-based facial animation
is the robustness of the facial features tracker. The facial feature
detection algorithm can reset the initialization of the tracker, but
the tracker’s failures have still to be detected by a human opera-
tor.

In order to deal with this important drawback, we imple-
mented a second version of our multimodal caricatural mirror.
In this second version, the facial expression recognition mod-
ule drives the facial animation. Since the focus of the paper is
to generate expressive animation rather than speech animation,
the verbal part of the speech signal was ignored in this second
implementation. Instead of the original verbal message, a fixed
output verbal message (like “mamama”) is used, focusing this
way the attention on the prosodic aspect of the input message
rather than on its verbal content. Proceeding this way eases the
process of lip synchronization, since only mouth opening and
closing have to be taken into account.

The first step was to adjust the parameters of the face model
to produce the desired facial expressions. This could have been
done by using statistics extracted from expressive facial database.
In the proposed system however, the FAP positions have been

manually set by a human expert so as to produce realistic ex-
pressive faces. figure 12 shows six emotion prototypes, similar
to those used by the model-based animation engine.

Figure 12: Prototypes of FA models: (anger (a), sadness (b),
disgust (c), happiness (d), surprise (e), fear (f)).

The animation for the fixed sequence of phonemes “ma-
mama” is generated as follows. For each of the emotions, three
states are modelled: mouth closure for silence, pressed lips dur-
ing the sound /m/ and mouth opening for /a/. The six emo-
tions depicted in figure 12 have been taken under consideration.
Adding the three models corresponding to the neutral state (one
for every state modelled theoretically), a total of 6*3+3=21 face
models were constructed. The transitions between the 21 mod-
els should be smooth to ensure naturalness. To achieve smooth
transitions, sigmoid functions were used:

w(t) =
1

1 + exp(α(t−m)))
(10)

The outputs w(t) of the sigmoid functions represent the in-
tensities of the facial action units (FAU), m determines the po-
sition of the interpolation function, and α controls the time scal-
ing.

6. CONCLUSION

A novel approach to the problem of expressive facial animation
synthesis was proposed. The novelty lies in the possibility to
amplify the expressiveness of facial animation, both in the vi-
sual and speech modality. Robust and real-time solutions have
been proposed for each of the technical challenges. The result-
ing system creates a new paradigm for the creation of expressive
multimodal facial animation as it allows the user to add expres-
siveness to an existing animation. The main drawback of the
proposed system is the robustness of the facial feature tracker.
A second implementation of the Multimodal Caricatural Mir-
ror has been presented to cope with tracker’s robustness issues.
Current researches are now focusing on techniques to increase
the robustness of the facial feature detection and tracking mod-
ules, by incorporating statistical information, extracted from fa-
cial expression databases.
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