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a b s t r a c t 

Drones, also known as Unmanned Aerial Vehicles, are capable of capturing spectacular aerial shots and 

can be used to aid several cinematography-oriented tasks. However, flying drones in a professional set- 

ting requires the cooperation of several people, increasing the production cost and possibly reducing the 

quality of the obtained shots. In this paper, a generic way for formulating cinematography-oriented con- 

trol objectives, that can be used for training any RL agent to automate the drone and camera control 

processes, is proposed. To increase the convergence speed and learn more accurate deep RL agents, a 

hint-based reward function is also employed. Two simulation environments, one for drone control and 

one for camera control, were developed and used for training and evaluating the proposed methods. The 

proposed method can be combined both with methods capable of performing discrete control, as well 

as with continuous control methods. It was experimentally demonstrated that the proposed method im- 

proves the control accuracy over both handcrafted control techniques and deep RL models trained with 

other reward functions. 

© 2019 Elsevier B.V. All rights reserved. 
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. Introduction 

Unmanned Aerial Vehicles (UAVs), also known as drones , can

e used to aid several demanding cinematography-oriented tasks,

ince they are capable of capturing spectacular aerial shots, that

ould be otherwise very difficult and expensive to obtain [1–3] .

espite being highly versatile and easy to control, flying several

rones in a professional setting requires the cooperation of many

eople that must handle different tasks to ensure the effective-

ess and safety of the flights. Each drone has to be controlled

y an individual pilot, who is responsible for the safety of the

ight, e.g., avoiding collisions with other drones, complying with

he legislation, promptly responding to possible hazards, etc. A

eparate camera operator, who is responsible for acquiring the

hots requested by the director, is also required for each drone. On

op of these, the director has to supervise and coordinate several

ilots and camera operators at the same time, severely increasing

is cognitive load. These limitations increase the cost of aerial

inematography using drones, while, at the same time, possibly

educe the quality of the obtained shots. 

Several techniques have been proposed to overcome some of

he previous limitations, ranging from planning methods [1,4,5] ,
∗ Corresponding author. 
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o crowd avoidance [6] and methods for intelligent control of

rones [2] . Even though these techniques are capable of partially

utomating the control and shooting processes, it is not yet possi-

le to develop drones that will be able to fly fully autonomously

nd shoot high-quality footage according to the director’s plan.

ote that apart from following a predefined plan, drones should

e able to perform opportunist shooting, i.e., detect salient events

nd decide whether and how the shooting plan should be adapted

o the current situation. 

The main focus of this paper is the development of deep rein-

orcement learning (RL) methods [7] for automating both the drone

ontrol and camera control processes. RL has been successfully ap-

lied to solve several robotics and control tasks [8–15] , allowing

or performing delicate control tasks that would otherwise require

he development and tedious fine-tuning of traditional control

echniques [16–18] . However, little work has been done to develop

L methods for drone-related tasks. Existing methods, e.g., [19–22] ,

ainly concern the development of RL methods for autonomous

rone navigation instead of assisting drone-based cinematography

asks. Finally, significant challenges are also posed for detecting ob-

ects of interest, e.g., humans, from drones that fly at high altitude,

ainly due to the small resolution of the images used to perform

bject detection [23,24] . Even though various methods have been

eveloped to tackle this problem to some extent [24,25] , this pa-

er mainly focus on controlling the drone/camera assuming that a

lear view of the target has been acquired (either using some of

https://doi.org/10.1016/j.neucom.2019.01.046
http://www.ScienceDirect.com
http://www.elsevier.com/locate/neucom
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these algorithm or using human intervention). Nonetheless, note

that the proposed method is quite versatile and works with rela-

tively low resolution images of 64 × 64 pixels (after a clear view of

the target has been obtained). 

The contributions of this paper are briefly summarized below.

First, a method for training robust deep RL models for drone and

camera control tasks, according to various cinematography-based

objectives, is proposed. A clipped hint -based reward function is

proposed and compared to two other ways to design the reward

function. For example, the deployed agent can be trained to ap-

propriately control the drone to obtain a frontal shot, while con-

trolling the camera zoom to achieve a steady close-up shot. It

was demonstrated that the proposed method improves the con-

trol quality over both a handcrafted control technique and deep

RL models trained with other reward functions. The proposed ap-

proach is not bound to a specific RL method and can be used for

formulating cinematography control objectives that can be used for

training any RL agent. Indeed, as it is experimentally demonstrated

in Section 4 , the proposed method can be successfully combined

with methods capable of performing discrete control, as well as

with continuous control methods. Note that using an appropriately

designed reward function was proven to be crucial to ensure that

the trained agent will exhibit the desired behavior. Therefore, the

proposed method provides a structured framework that allows for

encoding any cinematographic-oriented control objective, provid-

ing the first solid step toward having RL systems that can be effec-

tively used to encode more complex cinematographic objectives,

that also take into account other more subjective perceptual fac-

tors, such as the cinematographic quality of the obtained shots. 

Furthermore, two simulation environments, one for drone

control and one for camera control, were developed and em-

ployed for evaluating the proposed methods. An existing dataset

that contains persons in various poses, the Head Pose Image

Database [26] , was employed to provide more realistic simula-

tion environments instead of using environments that rely on

computer generated graphics. Note that RL research relies on the

availability of simulation environments to allow for easily devel-

oping and comparing various techniques. To this end, an open-

source implementation of the proposed technique and the devel-

oped simulation environments are provided at https://github.com/

passalis/rl_camera_control. 

The rest of the paper is structured as follows. The related work

is discussed in Section 2 . The proposed method is described in de-

tail in Section 3 , while the experimental evaluation is provided in

Section 4 . Finally, conclusions are drawn and future work is dis-

cussed in Section 5 . 

2. Related work 

Many techniques have been proposed to appropriately con-

trol various parameters of a system to achieve the desired re-

sults [16,27] . For camera/drone control the most straightforward

approach is to: (a) project a set of known landmark points of a

subject into the 3D space and then (b) solve a Perspective-n-Point

(PnP) problem allowing for estimating both the position and pose

of the person of interest [28] . After obtaining the position and pose

of the target in the 3D space, the camera and drone can be ap-

propriately controlled, e.g., using a PID controller, to acquire the

desired shot [29,30] . These approaches require to accurately de-

tect several 2D landmark points, which usually involves obtaining

high resolution images of the target to reliably identify these land-

marks (in many cases more than 50 landmark points have to be

detected [31] ). However, this may not be always possible since the

target might be far away from the drone or a low-resolution video

stream might be used on-board, due to the limited processing

power and memory available on drones. Furthermore, the whole
ystem must be carefully calibrated, taking into account the cam-

ra parameters, while it is not trivial to extend it to directly han-

le other types of objects. In the latter case, the landmark points

ust be carefully re-defined and an appropriate detector must be

rained again. 

Using deep detectors [32] and deep pose estimation ap-

roaches [33,34] allows for overcoming some of the aforemen-

ioned drawbacks. These methods are directly trained to detect

bjects of interest and/or estimate their pose by employing

n annotated training set of data. Even though it has been

emonstrated that these deep learning approaches are capable

f increasing the object detection and pose estimation accuracy,

here is no guarantee that they are optimal for control tasks,

ince they are trained using a detection/regression/classification

bjective. Developing optimal algorithms for control has a long

istory in many different engineering fields [35,36] . Combin-

ng deep learning with reinforcement learning techniques leads

o developing powerful control methods, that can work under

tochastic environments, often outperforming humans on difficult

nd sophisticated tasks [7,37] , or even providing useful tools for

ther domains [38,39] . RL can be used to perform either discrete

ontrol [7,40,41] , i.e., select the most appropriate action given a

redefined set of actions, or continuous control [37,42–44] , i.e.,

irectly issue continuous control commands. The selection of the

ost appropriate algorithm depends mainly on the task at hand

nd on the availability of simulation environments. 

Quite recently, RL techniques have been also applied for drone-

elated control tasks [19–21,45] . The focus of these works was

o provide RL methods either for drone navigation [19–21] or for

imple drone control according to a visual target [45] . To the best

f our knowledge, this is the first work that provides a structured

ethodology for tackling several cinematography oriented control

asks, including but not limited to drone control and camera

ontrol problems, using a deep end-to-end trainable RL approach.

ote that the proposed approach is not limited to a specific RL

ethodology, e.g., Deep Q-learning [40] , Deep Deterministic Policy

radients [37] , etc., but it provides a generic way for formulating

inematography control objectives that can be used by any RL

ethod. Finally, the proposed hint-based approach is related to

eward shaping methods [46] , in which similar additional rewards

re also used to guide the learning process and increase the speed

f the learning process for difficult RL problems. 

. Proposed method 

A brief introduction to RL is provided and the used notation is

ntroduced in this section. Then, the two developed simulation en-

ironments, used for training and evaluating the proposed method,

re described. Finally, the proposed method for training RL agents

or various camera/drone tasks is derived. 

.1. Deep reinforcement learning 

Markov Decision Processes (MDPs) can be used to model

he behavior of an RL agent in an appropriate environment for

hich the Markov property holds, i.e., an environment for which

he future state depends only on the current state and the ac-

ion selected by the agent. Then, a MDP is defined as a tuple

(S, A , P(·) , R (·) , γ ) , where: 

1. S denotes the possible states of the environment, 

2. A = { a 1 , a 2 , ..., a N a } denotes the set of actions that the agent can

perform ( N a denotes the number of possible actions for an en-

vironment with a discrete number of actions), 

3. P(s t+1 | s t , a t ) denotes the probability of transiting from state s t 
to state s t+1 given that the agent has performed the a t action, 
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4. R (s t , a t , s t+1 ) = r t denotes the reward that the agent receives

after the action a t has been performed and the environment

has transitioned from state s t to state s t+1 , 

5. γ denotes the discount factor that controls how important are

the short-term rewards versus the long-term rewards. Values

close to 1 increase the importance of long-term rewards, while

for γ = 0 the agent is short-sighted . 

The agent selects the action to perform according to the learned

olicy policy π ( s ), where s is the current state of the environment.

he policy of the agent is usually described using a probability dis-

ribution over the available actions, i.e., π : S → P(A ) . 

The behavior of an agent during an episode

s described as a sequence of state-action-rewards

 0 , a 0 , r 0 , s 1 , a 1 , r 1 , s 2 , a 2 , r 2 , ..., s T −1 , a T −1 , r T −1 , where T is the

umber of steps performed. Then, the (discounted) return is

alculated as: 

 = 

T −1 ∑ 

t=0 

γ t r t . (1) 

ote that the actions are selected according to the policy π ( s ).

herefore, the goal is to learn the optimal policy π ∗ in order to

aximize the expected return: 

∗ = arg max 
π

E [ R | π ] . (2)

Among the most popular methods for learning the optimal pol-

cy is Q-learning [47] . Let Q 

∗( s, a ) denote the expected return that

ill be obtained after performing the action a from the state s ,

iven that an optimal policy is then followed. That is, the action-

alue function Q 

∗( s, a ) is defined as: 

 

∗(s, a ) = max πE [ R t | s t = s, a t = a, π ] , 

here R t is the future return at time t which is calculated as: 

 t = 

T −1 ∑ 

t ′ = t 
γ t ′ −t r t ′ . (3) 

he action value function Q 

∗( s, a ) expresses the maximum action

alue that an agent can earn after performing the action a and

hen following the optimal policy. 

The action-value function can be then learned iteratively by ob-

erving the environment as the agent selects various actions [47] :

 i +1 (s t , a t ) = (1 − η) Q i (s t , a t ) + η(r t + γ max a Q i (s t+1 , a )) , (4)

here η is the used learning rate. In its simplest form, simple look-

p tables can be used to represent and store the optimal values for

arious states and actions, which are called Q-values . However, the

ize of this table quickly grows as the number of possible states in-

reases. For example, even for a simple environment which is rep-

esented by a small 8-bit gray-scale 4 × 4 image there are more

han 10 38 possible states that must be represented. 

To overcome this limitation, deep neural networks are em-

loyed to map the state of the environment to action-values,

ithout having to explicitly store all the possible Q-values. This

lso allows to exploit the structure of the observation space to

redict the action-values for states that were not seen before.

his approach is called Deep Q-learning [7] . The used network is

pdated after each step, to minimize the employed loss function

 (·) . The loss function measures the divergence between the

urrent estimation of the action-values Q ( s, a , W i ) and the target

alue provided by the updated estimation of action-values, where

 i denotes the parameters of the neural network after i optimiza-

ion iterations have been performed. The difference between the

urrent and updated estimation is defined as: 

= Q(s t , a t , W i ) − (r t + γ max a Q(s t+1 , a, W i )) , (5)
nd it is minimized using the employed loss function, e.g., the

quared loss L (δ) = 1 / 2 δ2 . The interested reader is also referred

o [48] , for a more in-depth review of deep RL. 

Even though Deep Q-learning can be used to tackle RL prob-

ems with discrete action spaces, it can not be used to directly

olve problems with continuous action spaces. This kind of prob-

em can be efficiently solved using different families of RL algo-

ithms, such as Policy Gradient methods [37,43] . These methods

mploy two networks instead of one, the actor network and the

ritic network. The actor network is used to directly learn the pol-

cy and select the most appropriate action, while the critic net-

ork works in a similar fashion to the networks used in Deep

-learning, i.e., it is used to estimate the value of a state or the

xpected return of an action. In this work, the Deep Deterministic

olicy Gradient method [37] is also used to evaluate the proposed

pproach for a continuous control problem. 

.2. Simulation environments 

To develop the simulation environments the Head Pose Image

atabase (HPID) was used [26] . The Head Pose Image Database is

omposed of 2790 face images that belong to 15 subjects in various

oses taken in a constrained environment. For each person face

mages with various head tilts (vertical angle) and pans (horizon-

al angle) were taken. The head tilt and the head pan in the face

mages range from −90 ◦ to 90 °. The first simulator, called Drone

ontrol Simulator (DCS) thereafter, utilizes these images to simu-

ate a drone that moves in a part of a sphere defined by the center

f the head of the subject. In that way, it is possible to simulate

he movement of a drone in 15 ° steps for the pan and in 15 °/30 °
teps for the tilt. Some poses, obtained from different shooting an-

les for a person of the HPID, are shown in Fig. 1 . Since the full pan

ange exists only for the images with tilt angles between −60 ◦ and

0 °, the available tilt angles used in the simulator were restricted

o the aforementioned range. 

The Drone Control Simulator supports only discrete actions,

ince facial images exist only for specific poses. The following 5

ctions are supported: (1) stay (no action is performed), (2) left

drone moves left by 15 °), (3) right (drone moves right by 15 °),
4) up (drone moves upwards by 15 °/30 °—depending on the avail-

ble annotations), (5) down (drone moves downwards by 15 °/30 °—
gain depending on the available annotations). Since the drone is

estricted to move on the surface of a sphere, these movements

an be directly translated into degree changes in the pan/tilt. Also,

o simplify the control process, it is assumed that the camera is

ppropriately controlled to keep the face centered. If a requested

ommand cannot be executed, e.g., an angle larger than 90 ° is re-

uested, then the command is ignored and the state of the simu-

ator remains the same. 

The second environment, called Camera Control Simulator

CCS), simulates the effect of various camera control commands.

his environment is shown in the experiments conducted in

ection 4 . The face image is randomly placed in a 512 × 512 frame

nd the camera is appropriately controlled to correctly center the

ace. The rest of the frame is filled with the background color of

ach image. This environment supports both continuous and dis-

rete control actions. In continuous mode the camera view can

e controlled in 1 pixel steps in the horizontal and vertical direc-

ions, while the field of view for the zoom ranges from 64 pixels

fully zoomed in) to 192 pixels (fully zoomed out). Note that even

hough the granularity of the environment is limited to 1 pixel,

hich in turn limits the number of possible actions that can be

erformed, the actual output of the agent is continuous and not

estricted by the granularity of the environment used for the train-

ng. The maximum vertical/horizontal translation and maximum

hange in the field of view that can be performed in one step is
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Fig. 1. Drone Control Simulation (DCS) environment: example face images at −60 ◦, 15 ◦ and 60 ° tilt (pan varies from −90 ◦ to 90 °). The drone is allowed to move in the 

sphere centered at the face of each subject. 
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limited to 20 pixels, to ensure that the agent will not request an

action that could be potentially harmful to the hardware and/or

significantly decrease the quality of the obtained shots (e.g., by

performing abrupt control actions). Selecting different limits can

alter the behavior of the agent. Limiting the maximum translation

and change in the field of view to 20 pixels provided a good trade-

off between the ability of the agent to provide smooth shots and

learn a useful policy. In discrete model, the following 7 commands

are supported: (1) stay (no action is performed), (2) left (the cam-

era moves left by 5 pixels), (3) right (the camera moves right by

5 pixels), (4) up (the camera moves upwards by 5 pixels), (5) down

(the camera moves downwards by 5 pixels), (6) zoom in (field of

view decreases by 10 pixels), and (7) zoom out (field of view in-

creases by 10 pixels). Again, when an invalid command is executed

(zoom out of the supported range or move the camera outside the

generated frame) the environment stays at its last valid state. Both

environments are OpenAI Gym -compatible [49] , and they are avail-

able at https://github.com/passalis/rl_camera_control. 

3.3. Deep RL for cinematography 

The proposed method aims to provide an easy and straight-

forward way to define several cinematography-oriented objectives

and train RL agents that can appropriately control the drone and/or

the camera toward obtaining the requested shots. First, let e t de-

note the control error at time t . This error expresses the distance

between the current state and the desired shot and can be used to

model any shoot type according to the director’s instructions. For

example, for the Drone Control Simulator, where the aim is to ac-

quire a frontal shot of the person of interest, the error is defined

as: 

e ( DCS ) 
t = 

1 

2 

⎛ 

⎝ 

( 

x (t) − x (t) 
f 

x (t) 
m 

) 2 

+ 

( 

x (p) − x (p) 
f 

x (p) 
m 

) 2 
⎞ 

⎠ , (6)

where x ( t ) is the current tilt, x (t) 
f 

is the desired tilt, x ( p ) is the cur-

rent pan, x 
(p) 
f 

is the desired pan, while x (t) 
m 

and x 
(p) 
m 

denote the

maximum tilt and pan absolute error respectively. The terms x (t) 
m 

and x 
(p) 
m 

are employed to ensure that the error is normalized and
annot exceed the value of 1. To perform frontal shooting, the tar-

ets are set to 0, i.e., x 
(p) 
f 

= x (t) 
f 

= 0 . 

For the Camera Control Simulator, the error is similarly defined

s: 

 

( CCS ) 
t = 

1 

3 

((
x − x f 

x m 

)2 

+ 

(
y − y f 

y m 

)2 

+ 

(
z − z f 

z m 

)2 
)

, (7)

here ( x, y ) denotes coordinates of the center pixel where the

amera is looking at, ( x f , y f ) are the coordinates of the center of

he face of the target, while z is the current zoom level and z f the

esired zoom level. As before, x m 

, y m 

, and z m 

denote the maximum

osition and zoom error and they are used for normalizing the er-

or. 

Similar errors can be easily defined for a wide variety of

inematography-oriented tasks. Note that in contrast with classical

ontrol approaches, the error is only calculated during the training

rocess. The trained model can directly estimate the Q-values from

he raw camera output, without having to pre-process the obtained

mages and calculate this error during the deployment. 

Apart from the error function, the reward function used for

raining the RL model must be defined. Note that defining a robust

nd meaningful reward function is critical for the fast and stable

onvergence of the training process. Perhaps the most straightfor-

ard approach is to define the reward as the negative of the error:

 

( plain ) 
t = 1 − e t . (8)

owever, this function fails to discriminate between the desired

hot and all the other shots, since it always provides a positive re-

ard that is given to the agent. This behavior can slow down the

onvergence of the training process and leads to suboptimal re-

ults, as it was also experimentally demonstrated in Section 4 . To

vercome this limitation, the reward function is extended as: 

 

( clippe d ) 
t = 

{
0 , if e t > e thres 

1 − e t /e thres , otherwise 
, (9)

here e thres is the error threshold for rewarding the agent. If e thres 

s set to 1, then the agent is rewarded at every time-step as before.

owever, setting the error threshold to a lower value allows for

ewarding the agent only when a good enough shot has been ob-

ained, overcoming the limitations of the reward function defined
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Table 1 

Structure of the neural network used for Q-learning. The hyper-parameters and the 

dimensionality of the output of each layer is reported. 

Layer Output shape 

Input 64 × 64 × 3 

Convolutional Layer (5 × 5, stride 2) 30 × 30 × 16 

Batch Normalization Layer 30 × 30 × 16 

Max Pooling Layer (2 × 2) 15 × 15 × 16 

Convolutional Layer (3 × 3) 13 × 13 × 32 

Batch Normalization Layer 13 × 13 × 32 

Max Pooling Layer (2 × 2) 6 × 6 × 32 

Convolutional Layer (3 × 3) 4 × 4 × 64 

Batch Normalization Layer 4 × 4 × 64 

Max Pooling Layer (2 × 2) 2 × 2 × 64 

Fully Connected Layer 128 

Fully Connected Layer 64 

Fully Connected Layer 5/7 (DCS/CCS) 
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n Eq. (8) . The effect of this clipping hyper-parameter on the con-

rol accuracy is evaluated in Section 4 . 

Even though RL can deal with sparse and time-delayed rewards,

t was experimentally established that rewarding (or punishing)

he agent after each action can significantly speed up the learning

rocess. To this end, a clipped hint-based reward function is pro-

osed. The proposed reward function provides an additional pos-

tive reward when the performed action reduces the error, while

t punishes the agent whenever the performed action leads to in-

reasing the error. Therefore, the hint part of the reward function

s defined as: 

 t = 

{ −αp , if e t > e t−1 

αr , if e t < e t−1 

0 , otherwise 
, (10) 

here αp is the punishment that the agent receives for a bad ac-

ion, while αr is the reward received for a good action. Employing

 higher penalty for wrong actions increases the stability of the

raining process and discourages the agent from oscillating around

he best state. Finally, the agent must be proportionally rewarded

hen a good enough shot has been obtained, leading to the final

eward function: 

 

( hint ) 
t = r ( clipped ) 

t + h t . (11)

gain, the effect of the punishment and reward hyper-parameter

 αp and αr ) is thoroughly evaluated in Section 4 . 

When non-linear models, such as neural networks, are used

o approximate the Q-values, then the learning process might be

nstable. Experience replay [40] is employed in this work, since

t can overcome this limitation by using training data from var-

ous episodes, allowing for reducing the correlation between the

ata fed to the network and improving the learning stability. Apart

rom experience replay, a separate target network is also used to

stimate the Q-value during the training. This method is known

s “Double Q-learning” and aims to reduce the maximization bias

hen estimating the Q-values, further improving the stability dur-

ng the training process [50] . The Huber loss is used to define the

ptimization objective: 

 (δ) = 

⎧ ⎨ 

⎩ 

1 

2 

δ2 , if δ < δthres 

δthres 

(
| δ| − 1 

2 

δthres 

)
, otherwise 

, (12) 

here δ is the difference error defined in Eq. (5) . Note that Hu-

er loss is more robust to outliers than the regular squared loss.

ypically, δthres is set to 1. 

.3.1. Training neural network-based agents for 

inematography-oriented control 

The RL agent is implemented using a neural network denoted

y f W 

( ·), where W are the parameters (weights) of the network.

he agent receives an input image s ∈ R 

width ×height ×channels , that

orresponds to the state of the environment, and directly predicts

he Q-values of the available actions, i.e., an m -dimensional vector

 = f W 

(s ) ∈ R 

m , where m is the number of actions that the agent

an perform. For the experiments conducted in this work the agent

lways observes color images of 64 × 64 pixels, i.e., s ∈ R 

64 ×64 ×3 . To

implify the learning process for the DCS environment, the cropped

ace image is directly fed to network. The observation from the en-

ironment (input image) is resized into 64 × 64 pixels before feed-

ng it to the network. 

The structure of network used for estimating the Q-values is

hown in Table 1 . After each convolutional layer batch normaliza-

ion is used [51] . For all the convolutional and dense layers the

elu activation function is employed [52] . No activation function is

sed for the final layer, since the last layer directly predicts the
-values for the possible actions. The same structure is also em-

loyed for the critic and actor networks, when the DDPG method

s used. Note that the actor and critic networks also share the same

ayers up to the first fully connected layer. The actor network di-

ectly outputs the horizontal/vertical and zoom control commands

sing the tanh activation function. Therefore, the output of the ac-

or network f W a 
(·) is a three-dimensional vector y a = f W a 

(s ) ∈ R 

3 

hat contains the control commands, where W a are the weights of

he actor network. The critic also receives the output of the ac-

or in its penultimate fully connected layer and predicts the Q-

alue of the selected action for the given input state. Therefore, the

ritic network f W c 
(·) outputs a single scalar value after observing

he state of the environment s and the action ( y a ) selected by the

ctor: y c = f W c 
(s , y a ) ∈ R , where W c are the weights of the critic

etwork. 

The network was optimized using the RMSProp optimizer and

he learning rate was set to η = 0 . 0 0 01 [51] . When the DDPG

ethod is used, the learning rate for the actor was set to 0.0 0 01,

hile the learning rate for the critic was set to 0.01. The experience

eplay pool holds 10 0 0 0 samples from which batches of N batch =
2 samples were drawn before performing one optimization itera-

ion. Also, the target network is updated after each iteration with

ate 0.001, following the Double Q-learning approach [50] . The dis-

ount factor γ was set to 0.95. 

The agents were trained for 10 0,0 0 0 steps that correspond to

0 0 0 episodes for the DCS environment (each episode consists of

0 control steps for the DCS) and 10 0 0 control episodes for the

CS environment (each episode consists of 100 control steps for

he CCS). For the CCS environment 10 0 0 different control frames

ere generated (one for each episode). A linear exploration policy

as employed: the initial exploration rate was set to εinit = 1 and

t was linearly decreased to εtarget = 0 . 1 in the course of the initial

 explore = 95,0 0 0 training steps. During the last 50 0 0 training steps

he exploration rate was fixed to εtarget = 0 . 1 . Head images from 10

ersons of the HPID were used for training the method, while the

mages from the rest 5 persons were used for the evaluation. The

roposed method was implemented using the keras-rl library [52] .

. Experiments 

The methods were evaluated under two different setups: (a)

train”, where the 10 persons that were used during the training

rocess were also used for the evaluation, and (b) “test”, where

 different persons of the HPID dataset were used. For evaluating

ach method 500 random episodes were used (for each method

he same 500 different initialization were used to ensure a fair

omparison between the evaluated methods). For the DCS envi-

onment the agent performs 50 control movements before each

pisode ends, while for the CCS environment the agent performs
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Table 2 

Effect of clipping hyper-parameter e thres on the control accuracy (validation using 

the DCS environment). The absolute mean pan and tilt error at the end of each 

episode (in degrees) are reported. 

e thres Tilt error ( °) Pan error ( °) 

0.01 26.94 39.36 

0.1 15.99 29.76 

0.2 9.36 17.01 

0.4 10.71 19.59 

0.6 12.87 24.21 

0.8 16.47 29.46 

1 19.11 34.32 

Table 3 

Effect of different combinations of the penalty hyper-parameter a p and the reward 

hyper-parameter a r on the control accuracy using a fixed value for the reward pa- 

rameter (validation using the DCS environment). The absolute mean pan and tilt 

error (in degrees) are reported. 

a p a r Tilt error ( °) Pan error ( °) 

0.15 0.1 11.70 15.27 

0.2 0.1 10.56 14.46 

0.3 0.1 11.73 20.58 

0.4 0.1 11.25 21.06 

0.25 0.2 9.54 11.94 

0.3 0.2 8.97 14.37 

0.4 0.2 5.94 8.55 

0.5 0.2 5.43 7.59 

0.6 0.2 5.67 9.36 

0.45 0.4 6.72 13.23 

0.5 0.4 7.92 11.37 

0.6 0.4 7.05 13.20 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Table 4 

Evaluation using the DCS environment. The following reward functions were used 

for the training: “plain” ( e thres = 0 , a p = 0 , a r = 0 ), “clipped” ( e thres = 0 . 2 , a p = 0 , a r = 

0 ), “hint” ( e thres = 0 . 2 , a p = 0 . 5 , a r = 0 . 2 ). The absolute mean pan and tilt error (in 

degrees) are reported. 

Method Evaluation split Reward Tilt error ( °) Pan error ( °) 

Stay Train – 29.94 48.24 

Pose regression Train – 6.87 7.44 

D-RL (Q) Train Plain 8.34 12.0 

D-RL (Q) Train Clipped 0.90 3.42 

D-RL (Q) Train Hint 0.69 0.72 

Stay Test – 29.37 48.93 

Pose regression Test – 14.07 12.18 

D-RL (Q) Test Plain 13.92 19.62 

D-RL (Q) Test Clipped 10.47 8.31 

D-RL (Q) Test Hint 7.17 3.69 

Table 5 

Evaluation using the CCS environment. The following reward functions were used 

for the training: “plain” ( e thres = 0 , a p = 0 , a r = 0 ), “clipped” ( e thres = 0 . 2 , a p = 0 , a r = 

0 ), “hint” ( e thres = 0 . 2 , a p = 0 . 5 , a r = 0 . 2 ). The absolute mean pan and tilt error (in 

degrees) are reported. 

Method Evaluation split Reward Position error Zoom error 

Stay Train – 170.81 39.61 

D-RL (Q) Train Plain 151.21 23.43 

D-RL (Q) Train Clipped 93.09 19.27 

D-RL (Q) Train Hint 48.60 14.09 

D-RL (PG) Train Hint 27.37 11.66 

Stay Test – 166.33 39.46 

D-RL (Q) Test Plain 148.47 22.92 

D-RL (Q) Test Clipped 88.00 17.31 

D-RL (Q) Test Hint 40.41 11.66 

D-RL (PG) Test Hint 24.27 11.42 
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100 control movements. The episodes are not terminated before

completing the predefined number of control actions, even if the

agent achieves the correct target position. This allows for more

closely simulating a real environment, in which it is expected that

the agent will run continuously. 

First, the effect of the clipping hyper-parameter e thres is evalu-

ated in Table 2 . Using clipping, i.e., e thres < 1, significantly improves

the performance over not using clipping ( e thres = 1 ), demonstrat-

ing the importance of rewarding the agent only when its behavior

is close to the desired one. On the other hand, using a very nar-

row margin for providing the rewards, e.g., e thres < 0.1, can degrade

the performance of the agent. The best performance is obtained

for e thres = 0 . 2 . These hyper-parameter selection experiments were

conducted using the train split of the CCS environment, while the

optimization process ran for 100 episodes (50 steps were per-

formed for each episode). 

Next, the effect of the penalty hyper-parameter a p and the re-

ward hyper-parameters a r on the control accuracy is reported in

Table 3 . Note that if the reward for performing a correct action (ac-

tion that decreases the error) is larger than the penalty the agent

obtains for a wrong action (action that increases the error), then

the agent can learn to just oscillate around a position and acquire a

(positive) net return of a r − a p for each oscillation cycle. Therefore,

a p should be always set to a value larger than a r , to ensure that

this kind of behavior is punished. Carefully selecting these values,

i.e., using a high enough reward and punishing the wrong move-

ments, seems to allow for learning agents that can indeed perform

accurate control. Nonetheless, the performance of the agent seems

to be stable enough for a wide range of reasonable combinations

of a p and a r . For the experiments conducted in this paper a p was

set 0.5, while a r was set to 0.2. The selected values for these hyper-

parameters worked well for both problems considered in this pa-

per, even though finetuning the value to each problem could pos-

sibly further increase the quality of the learned agents. 
The evaluation results for the DCS environment are shown

n Table 4 , while for the CCS environment in Table 5 . The pro-

osed deep RL method is abbreviated as “D-RL (Q)”, when the

ouble Deep Q-learning method is used for learning the control

gent [50] , while the proposed method is abbreviated as “D-RL

PG)”, when the Deep Deterministic Policy Gradients method is

sed for performing continuous control [37] . The evaluated agents

re also compared to a dummy agent that does not perform any

ontrol movement (abbreviated as “Stay”) to demonstrate the im-

rovements over the initial state of the environment. For the DCS

nvironment the proposed method is also compared to an agent

hat employs a pose regression method to perform control, while

or the CCS environment an agent that is capable of performing

ontinuous control is also employed. The pose regression technique

denoted by “Pose Regression”) uses a deep CNN (the same ar-

hitecture with the network used for estimating the Q-values was

sed) to predict the pose (tile/pan) and then control the drone. 

Several conclusions can be drawn for the reported results. First,

sing the clipped reward function always improves the results over

he plain reward function for both environments. At the same time,

he hint-based reward function seems to further improve the con-

rol accuracy of the agents over both the plain and clipped re-

ards. The improvements are even more significant for the CCS

nvironment, where using the hint-based reward reduces the posi-

ion error over more than 60%. Both the agents that use the clipped

nd hint reward functions outperform the regression based tech-

ique by a significant margin, demonstrating that training the net-

ork directly for the task at hand (control) instead of a general

ask (regression) can improve the control accuracy. Furthermore,

sing an agent that is capable of performing continuous control

D-RL (PG)) leads to significantly better results, improving the final

osition error by over 40%. 

Another important observation was that, even though a sepa-

ate target network was used to estimate the target Q-values, the
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Fig. 2. Errors during the training process for three different reward functions (plain, clipped and hint) and two different environments (DCS and CCS). The reported errors 

correspond to the average of the final pan and tilt errors achieved at the end of each test episode. 

Fig. 3. Mean Q-values and total reward during the training process of the D-RL (Q) agent using the hint-based reward function and the DCS environment. The metrics were 

calculated based on the behavior of the agent during the training episodes. 

Fig. 4. Mean Q-values and total reward during the training process of the D-RL (Q) agent using the hint-based reward function and the CCS environment. The metrics were 

calculated using the behavior of the agent during the training episodes. 
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ariability of the return per episode during the last episodes of the

raining process was quite large. To overcome this issue, the mod-

ls were evaluated during the training process (using the train-

ng set as validation) and the best solution found was used as

he final model. This phenomenon is illustrated in Fig. 2 , where

he combined (average) control error during the training for the

wo environments and the three different rewards functions are

lotted. Again, using the hint reward function leads both to faster
onvergence, as well as to overall better solutions. The mean Q-

alue and return for the CCS and DCS environments are shown in

igs. 3 and 4 . Even though the convergence is quite stable, demon-

trated by the stable increase in the mean Q value, there is a signif-

cant variability in the return obtained for each of the last training

pisodes (especially for the CCS environment). This observation led

s to perform the evaluation shown in Fig. 2 and select the best

erforming model that was obtained during the training process. It
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Fig. 5. Control sequences using the DCS environment and the D-RL (Q) agent trained using the hint-based reward function. The test set was used for the evaluation. The 

first 6 images correspond to the fist 5 control actions, while the last one corresponds to the 15th control action. 

Fig. 6. Control sequences using the DCS environment and the D-RL (Q) agent trained using the hint-based reward function. The images correspond to the 10 first control 

actions. Note that a longer trajectory than the optimal is followed, i.e., more actions that the required are performed. 
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Fig. 7. Control sequences using the CCS environment. The two agents (D-RL (Q) and D-RL (PG)) were trained using the hint-based reward function. The test set was used 

for the evaluation and the images correspond to the following control steps: 1, 3, 5, 9, 11, 13, 15, 17, 19, 21, 26, 31, 39 and 40. The last two control actions are consecutive to 

allow for examining the stability of the agent toward the end of the control process. Note that the agents have learned that they have to first zoom-out, detect the subject 

and then appropriately control the camera and the zoom. 
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Table 6 

Evaluation using the DCS environment-regularization. The absolute mean pan and 

tilt error (in degrees) are reported (test split). 

Method Tilt error ( °) Pan error ( °) 

No regularization 13.59 6.24 

Dropout 10.56 5.34 

Batch normalization 7.17 3.69 

Batch normalization + dropout 10.20 7.26 
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was experimentally verified that this model also leads to the best

test error, even though it was selected using as a sole criterion its

behavior on the train set. 

Some control examples for the DCS environment are shown in

Fig. 5 . Note that the first 6 images correspond to the fist 5 control

actions, while the last one corresponds to the 15th control action.

The agent manages to control the drone in an appropriate way

in order to (almost) center each subject. Furthermore, in most of

the cases, the agent selects the stay action, instead of oscillating

around the center position. Note that in some cases, the control

process was not optimal, i.e., more than the required number of

control movements were performed, as shown in Fig. 6 . One con-

trol example using the CCS environment is also depicted in Fig. 7 .

Both the discrete (D-RL (Q)) and continuous (D-RL (PG)) control

agents are compared. The depicted images correspond to the fol-

lowing control steps: 1, 3, 5, 9, 11, 13, 15, 17, 19, 21, 26, 31, 39 and

40. The last two control actions are consecutive to allow for exam-

ining the stability of the agent toward the end of the control pro-

cess. The agents have learned that they have to first zoom-out, de-

tect the subject and then appropriately control the camera and the

zoom. Note that the continuous agent leads to significantly better

performance, i.e., lowest final error at the end of the episode, com-

pared to the discrete one, since it is indeed capable of exploiting

the finer control granularity to better center the subject. 

Finally, the effect of different regularization methods is evalu-

ated in Table 6 . Note that regularization is especially important,

given the small size of the used training dataset, to ensure that

the networks will not over-fit the training samples. Four differ-

ent methods were evaluated: (a) not using any form of regulariza-

tion, (b) using the dropout method after each convolutional layer

(the dropout probability was set to p = 0 . 2 ) [53] , (c) using batch

normalization after each convolutional layer [54] and (d) combin-

ing the batch normalization and dropout approaches. The evalua-

tion was performed using the DCS environment, which was more

prone to over-fitting, as demonstrated in the results reported in

Table 4 . Using any form of regularization seems to improve the

obtained results (the test pan error is reduced by almost 50%).

Note that even though batch normalization [54] is not an explicit

form of regularization, it has been shown to reduce the need for

explicit regularization. This observation is also confirmed by the

conducted experiments, where using batch normalization leads to

better control accuracy than using the dropout method. Combining

the dropout and batch normalization seems to over-regularize the

network, increasing both the training and testing errors. 

5. Conclusions 

In this work, a structured methodology for encoding

cinematography-based control objectives as RL problems was

presented. The proposed approach was combined with two dif-

ferent RL approaches, both for discrete and continuous control.

To train and evaluate the proposed method, two simulation envi-

ronments were developed. Using these simulation environments

it was demonstrated that the proposed method is capable of per-

forming accurate drone/camera control. An appropriately designed

reward function was also employed to ensure that the training
rocess will converge smoothly. Also, the proposed method out-

erformed a hand-crafted controller, that uses a deep face pose

egressor to control the drone. It should be noted that in contrast

ith classical control methods, RL approaches require the use

f simulation environments for training the agents. Developing

ealistic environments, that can be used for directly deploying

he learned agents, can be an expensive and time-consuming

rocess. Furthermore, the ability of the learned agent to perform

ccurate and robust control critically relies on the quality of the

sed environment. For example, it was demonstrated that using

n environment that supports continuous control and training

n agent that can perform continuous control can indeed lead to

ignificant improvements in the control accuracy. Also, carefully

esigned reward functions are usually needed to ensure that the

gents will exhibit the desired behavior. 

There are also several interesting future research directions.

ore realistic simulation environments can be developed to model

he complexity and the stochastic nature of real-world applica-

ions. Transfer learning techniques can be also combined with such

nvironments [55–57] , that use more complex computer-generated

raphics, to allow for directly deploying the trained agents in real-

orld applications. Also, in this paper the drone was controlled

ndependently from the camera, i.e., the interactions between the

wo agents were not taken into account. However, note that it is

traightforward to use the proposed framework to train RL agents

hat are capable of simultaneously performing drone and cam-

ra control, given the appropriate simulation environment that can

odel both behaviors at the same time. This would allow for de-

eloping more complicated agents that could be effectively used in

 practical application, e.g., tracking moving subjects. Furthermore,

ecurrent neural models can be combined with more dynamic en-

ironments, e.g., using moving and rotating targets, to allow for

redicting the movements of the target and allowing the agent to

nticipate the changes in the environment, further increasing the

uality of the obtained shots. Finally, in some cases, there is a fairly

arge difference between the training and testing performance of

he learned agents. Using more sophisticated environment and/or

retraining the agent using larger datasets could possibly reduce

his generalization gap and improve the performance of the agent. 
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