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Abstract—In this paper, we propose a novel method aiming
at view-independent human action recognition. Action descrip-
tion is based on local shape and motion information appear-
ing at spatiotemporal locations of interest in a video. Action
representation involves fuzzy vector quantization, while action
classification is performed by a feedforward neural network. A
novel classification algorithm, called Minimum Class Variance
Extreme Learning Machine, is proposed in order to enhance
the action classification performance. The proposed method
can successfully operate in situations that may appear in real
application scenarios, since it does not set any assumption
concerning the visual scene background and the camera view
angle. Experimental results on five publicly available databases,
aiming at different application scenarios, denote the effectiveness
of both the adopted action recognition approach and the proposed
MCVELM algorithm.

Index Terms—Activity Recognition, Spatio-temporal Interest
Points, Fuzzy Vector Quantization, Single Hidden Layer Feed-
forward Networks, Extreme Learning Machine.

I. INTRODUCTION

Human action recognition in videos has been extensively
studied in the last two decades, due to its importance in a wide
range of applications, including intelligent visual surveillance,
human-computer interaction, content-based video description
and retrieval, augmented reality and computer games. The
term action is often distinguished from the term activity. An
action is referred to as a simple motion pattern [1], e.g., a
walking step. Activities consist of a series of actions, e.g., the
activity ’playing football’ consists of successive realizations
of actions ’run’, ’jump’, ’kick’, etc. Therefore, each activity
can be split into its elementary motion patterns called actions.
Action recognition methods can be divided based either on the
visual information employed for action description, or based
on the number of cameras employed in order to obtain the
available visual information.

1) Visual information-based categorization: Depending on
the visual information employed for action description, action
recognition methods can be divided in two categories. Methods
belonging to the first category exploit the global human body
information for action description. Actions are described as
series of successive human body poses, typically described in
terms of binary body silhouettes. By employing the binary
body silhouettes, several action representations have been
proposed, e.g., based on motion history images [2], dynemes
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[3], [4], key-poses [5], movelets [6], salient postures [7], or
spatio-temporal volumes [8], [9]. The methods belonging to
this category have been extensively evaluated and provide
high action classification rates. However, their performance is
affected by human body silhouette segmentation errors, since,
in such cases, the obtained binary human body poses are
incorrect.

Methods belonging to the second category exploit shape
and/or motion information appearing at spatiotemporal loca-
tions of interest in a video. It has been shown that dense
sampling of local and/or motion information, where shape
and/or motion descriptors are calculated at video frame pixels
belonging to a grid, has provided better action classification
rates [10]. However, in such cases, the obtained action rep-
resentation is computationally expensive. When fast action
recognition is important, the information appearing in Space-
Time Interest Points (STIPs) can be exploited. STIPs are video
frame pixel locations that either are tracked during action ex-
ecution [11], or correspond to abrupt image intensity changes,
hence containing motion information [12], [13]. In either case,
they provide useful information for action description. Two of
the most popular local action descriptors are the Histogram
of Oriented Gradients (HOG) and the Histogram of Optical
Flow (HOF) [12]. By adopting such descriptors, actions are
usually represented by a Bag-of-Features (BoF) model, i.e.,
employing histograms obtained by hard vector quantization on
the obtained action descriptors. The advantage of the action
recognition methods using local descriptors is the fact that
they do not require human silhouette segmentation, which is a
difficult pre-processing step, particulary in videos containing
complex background.

2) Categorization based on the adopted camera setup:
Depending on the number of employed cameras, methods can
be divided in two categories. Single-view methods utilize one
camera in order to capture the human body during action
execution. However, the visual appearance of actions is quite
different, when observed from different view angles [14],
[15], [16]. Therefore, single-view methods usually perform
well when the same view angle is used during both training
and testing. If this assumption is not met, the performance
of single-view action recognition methods decreases. Multi-
view action recognition methods have been proposed in order
to perform view-independent human action recognition. By
capturing the human body from multiple view angles, such
methods employ the enriched visual information in order to
obtain a view-independent human action representation, lead-
ing to view-independent action recognition. Human body rep-
resentations adopted by multi-view action recognition methods
include visual hulls [17] and optical flow corresponding to the
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human body [18], motion history volumes [19], multi-view
postures [20], or skeletal and super-quadratic body models
[21]. However, the use of such body representations assumes
that the human body is visible from all the cameras forming
the camera setup in both the training and test phases. In
addition, most of these methods assume that both training
and test camera setups are formed by the same number of
(calibrated) cameras. In a different case, the obtained human
body representation will be incomplete and, thus, the action
recognition performance will probably decrease. This fact
renders such multi-view methods applicable only in some,
rather restrictive, action recognition scenarios [22]. In order to
overcome the above described issues related to human body
occlusions and view angle changes a method based on local
partitioning and hierarchical classification of HOG descriptors
is presented in [23].

After action description, action classification is performed
by employing pattern recognition techniques, like nearest
neighbor methods based on dimensionality reduction [3],
Artificial Neural Networks (ANNs) [4], or Support Vector
Machines (SVM) [24]. Extreme Learning Machine (ELM) is a
relatively new algorithm for Single-hidden Layer Feedforward
Neural (SLFN) network training [25], [26] that has been
successfully employed for human action recognition [27], [28],
[29]. Despite its success in many classification problems, the
ability of the original ELM algorithm to calculate the output
weights is limited due to the fact that the network hidden
layer output matrix is, usually, singular. In order to address this
issue, the Effective ELM (EELM) algorithm has been proposed
in [30], where the strictly diagonally dominant criterion for
nonsingular matrices is exploited, in order to choose proper
network input weights and bias values. However, the EELM
algorithm has been designed only for a special case of SLFN
networks employing Gaussian Radial Basis Functions (RBF)
for the input layer neurons. In [31], an optimization-based
regularized version of the ELM algorithm (ORELM) has been
proposed, aiming at both overcoming full rand assumption for
the the network hidden layer output matrix and at enhancing
the generalization properties of the ELM algorithm. ORELM
has been evaluated on a large number of classification prob-
lems providing very satisfactory classification performance.

In this paper, we choose to perform view-independent
single-view action recognition in all the cameras forming the
test camera setup independently and, subsequently, fuse the
obtained action recognition results. In this way, neither the
training nor test camera setups should be calibrated and the
number of cameras used for recognition should not be a priori
known. We do not assume that the person under consideration
is visible from all cameras forming the test camera setup.
Furthermore, in order to avoid human silhouette segmentation,
we employ shape and motion information appearing in STIPs
for action video description. Based on the fact that fuzzy (soft)
vector quantization has provided enhanced action classification
performance for global human body information-based action
video representations [32], we investigate the use of fuzzy
vector quantization (FVQ) on action representations describing
local video information. Since ELM has been successfully
applied in human action recognition [27], [28], [29], we also

employ an ELM network for action video classification. In
particular, we built on the ORELM algorithm, in order to
enhance the performance of the ELM network. Based on
the observation that, by using a sufficiently large number
of hidden layer neurons, the ELM classification scheme can
be considered to be a non-linear data mapping to a high-
dimensional feature space, followed by a linear projection of
the high-dimensional data to a low-dimensional feature space,
determined by the network targets, a novel optimization-based
regularized ELM algorithm, called Minimum Class Variance
ELM (MCVELM), is proposed. It aims at minimizing both the
neural network output weight norm and the intra-class variance
of the training data in the decision space. When the network
hidden layer output matrix is not of full rank, a dimensionality
reduction step is performed, by applying Principal Component
Analysis (PCA) [33] on the training data representation in
the ELM space. This approach has been widely adopted in
discriminant subspace classification schemes, in order to avoid
the so-called Small Sample Size problem [34].

The contributions of the paper are:
• A novel regularization-based ELM algorithm for SLFN

networks training is proposed. The proposed MCVELM
algorithm aims at minimizing both the network output
layer weights norm and the intra-class variance of the
training data in the decision space.

• The proposed MCVELM algorithm is evaluated on hu-
man action recognition by adopting shape and motion in-
formation calculated on STIPs and the BoF-based action
representation.

• Hard and fuzzy (soft) vector quantization approaches are
evaluated for action representation by using the adopted
shape and motion descriptors.

The remainder of this paper is structured as follows. The
proposed action recognition method is described in Section
II. Section III presents experiments conducted for assessing
action recognition performance. Finally, conclusions are drawn
in section IV.

II. PROPOSED METHOD

In this section, each step of the proposed method is de-
scribed in detail. The problem addressed is described in
subsection II-A. The adopted FVQ-based action video repre-
sentation and the proposed MCVELM algorithm are described
in subsections II-B and II-C, respectively. The procedure fol-
lowed in the recognition (test) phase is described in subsection
II-D.

A. Problem Statement

Let us assume that NC ≥ 1 cameras, forming a NC-
view camera setup, are used in order to capture human
action videos. Let us also assume that a person performs
an action instance to be captured by N ≥ 1 cameras. This
results to the creation of N action videos, each depicting the
performed action instance from a different view angle. The
cases NC = N = 1 and NC > 1, N ≥ 1 refer to single-view
and multi-view action recognition, respectively. We should
note here that in the case NC > 1, N ≥ 1 the person under
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consideration may either move outside the field of view of
some cameras, or be occluded [22]. Action recognition refers
to the classification of an unknown action instance, depicted
in one or more action videos, in one of the known NA action
classes forming an action class set A.

B. FVQ-based Action Video Representation

The proposed method operates on grayscale action videos.
Let U be an annotated video database containing NV ac-
tion videos, each depicting an action instance belonging to
one of the action classes forming the action class set A.
These action videos are automatically preprocessed, in order
to determine the relevant set of STIPs. In this paper, we
employ the Harris3D detector [35], which is a spatiotemporal
extension of the Harris detector [36], in order to detect video
locations, where the image intensity values undergo significant
spatiotemporal changes. After STIP localization, each action
video is described in terms of local shape and motion by a
set HOG/HOF descriptors, namely HOG/HOF feature vectors
pij ∈ RC , i = 1, . . . , NV , j = 1, . . . , Ni, where i refers to
the action video index and j indicates each STIP detected
in action video i. In all our experiments, we have used
the implementation [24] that is publicly available and the
dimensionality of the obtained HOG/HOF vectors is equal to
C = 162. Examples of STIPs locations are illustrated in Figure
1.

In the training phase, HOG/HOF vectors calculated on
all training action videos are employed in order to produce
action independent HOG/HOF vector prototypes, forming a
codebook, without exploiting the known action labels. This is
achieved by applying K-Means clustering, so as to minimize
the within-cluster scatter:

NV∑
i=1

Ni∑
j=1

D∑
d=1

αijd∥pij − zd∥2, (1)

where αijd = 1, if pij is assigned to cluster d (having
cardinality nd =

∑
αijd) and αijd = 0 otherwise. The action

codebook vectors zd ∈ RC , d = 1, . . . , D are determined to
be the mean cluster vectors:

zd =
1

nd

NV∑
i=1

Ni∑
j=1

αijdpij . (2)

The optimal action codebook cardinality (size) D is deter-
mined by applying a grid search strategy, as will be explained
in Section III.

After action codebook calculation, each action video can be
represented in an alternative way, by exploiting the similarity
of the corresponding HOG/HOF vectors pij to each of the
action codebook vectors zd. Usually, this is performed by
applying hard vector quantization, i.e., by assigning each
HOG/HOF vector pij to the closest action codebook vector
zd. However, it has been shown that the use of FVQ-based
action representations can lead to increased classification per-
formance [32]. The fuzzy similarities of every pij with action
codebook vector zd, d = 1, . . . , D is calculated by:

dijd = (∥pij − zd∥2)−m, (3)

where m is the so-called fuzzification parameter. The optimal
value of m is determined by applying a grid search strategy.
The use of other distance metrics, such as the L1 or Maha-
lanobis distances, can be utilized for similarity calculation.
However, it has been experimentally found that the choice of
Euclidean distance in similarity calculation outperforms these
alternative choices [32].

After dijd calculation, each HOG/HOF vector is mapped
to the so-called similarity vector dij = [dij1, . . . , dijD]T .
Similarity vectors dij are normalized to produce the so-called
membership vectors uij =

dij

∥dij∥1
, uij ∈ RD. The mean

membership vector si ∈ RD:

si =
1

Ni

Ni∑
j=1

uij , (4)

calculated by using the Ni membership vectors describing
action video i, is called action vector and represents action
video i. Finally, all the training action vectors are normalized
in order to have unit norm, zero mean and unit variance. The
use of the normalized mean membership vectors for action
video representation has the advantage that the final action
representation does not depend on the number of membership
vectors Ni calculated for each action video. This is desirable,
since action videos may differ in duration and/or may contain
a different number of STIPs.

After obtaining the training action vectors si, we employ
them in order to train a SLFN network by applying the
proposed MCVELM algorithm, as will be described in the
next section.

C. Minimum Class Variance ELM

In this Section, we briefly describe the standard ELM
algorithm proposed in [25] and, subsequently, we describe the
proposed MCVELM algorithm. Let si, ci, i = 1, ..., NV be the
set of labeled action vectors and the corresponding action class
labels, respectively. We would like to use them in order to train
a SLFN network. For a classification problem involving action
vectors si ∈ RD, each belonging to one of the NA action
classes, the network should consist of D input, L hidden and
NA output neurons, as illustrated in Figure 2. The number
L of hidden layer neurons is, usually, much greater than the
number NA of action classes involved in the classification
problem, i.e., L ≫ NA [31].

The network target vectors ti = [ti1, ..., tiNA ]
T , each

corresponding to an action vector si, are set to tik = 1
for action vectors belonging to action class k, i.e., when
ci = k, and to tik = −1 otherwise. In ELM, the network
input weights Win ∈ RD×L and the hidden layer bias values
b ∈ RL are randomly assigned, while the network output
weights Wout ∈ RL×NA are analytically calculated. Let vj ,
wk, wkj denote the j-th column of Win, the k-th row of
Wout and the j-th element of wk, respectively. For a given
activation function Φ(), the output oi = [o1, . . . , oNA

]T of the
ELM network corresponding to the training action vector si
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Fig. 1. Examples of detected STIPs.

Fig. 2. SLFN network topology.

is calculated by:

oik =
L∑

j=1

wkj Φ(vj , bj , si), k = 1, ..., NA. (5)

Many activation functions Φ() can be used for the calculation
of the network hidden layer outputs, such as sigmoid, sine,
Gaussian, hard-limiting and Radial Basis Functions (RBF).
The most popular choice is the sigmoid function:

Φsigmoid(vj , bj , si) =
1

1 + e−(vT
j si+bj)

, (6)

By storing the network hidden layer outputs corresponding to
the training action vectors si, i = 1, . . . , NV in a matrix Φ:

Φ =

 Φ(v1, b1, s1) · · · Φ(v1, b1, sNV )

· · ·
. . . · · ·

Φ(vL, bL, s1) · · · Φ(vL, bL, sNV
)

 , (7)

equation (5) can be expressed in a matrix form as O =
WT

outΦ. Finally, by assuming that the predicted network
outputs O are equal to the network targets, i.e., oi =
ti, i = 1, ..., NV , and by using a linear activation function
for the network output neurons, Wout can be analytically

calculated by Wout = Φ† TT , where Φ† =
(
ΦΦT

)−1
Φ

is the Moore-Penrose generalized pseudo-inverse of ΦT and
T = [t1, . . . , tNV

] is a matrix containing the network target
vectors.

The ELM algorithm assumes zero training error. However,
in cases where the training data contain outliers, this assump-
tion may reduce its potential in generalization. By allowing
small training errors [31] and trying to minimize both the norm
of the network output weights and the intra-class variance of
the training action vectors in the decision space [37], Wout
can be calculated by solving an optimization problem having
the form:

Minimize: LP =
1

2
∥S

1
2
wWout∥F +

c

2

NV∑
i=1

∥ξi∥
2
2 (8)

Subject to: WT
outϕi = ti − ξi, i = 1, ..., NV , (9)

where ξi ∈ RNA is the error vector corresponding to training
action vector si, ϕi is the i-th column of Φ denoting the si
representation in the ELM space and c is a parameter denot-
ing the importance of the training error in the optimization
problem. The optimal value of parameter c is determined by
applying a grid search strategy. The within-class scatter matrix
of the training action vectors in the ELM space is defined by:

Sw =

NA∑
j=1

NV∑
i=1

βij

Nj
(ϕi − µj)(ϕi − µj)

T . (10)

In (10), βij is an index denoting if action vector si belongs
the to action class j, i.e., βij = 1, if ci = j and βij = 0

otherwise. Nj =
∑NV

i=1 βij is the number of training action
vectors belonging to action class j and µj =

1
Nj

∑NV

i=1 βijϕi

is the mean vector of class j. We should note here that the
calculation of the within-class scatter matrix in the ELM space
RL, rather than in the input space RD, has the advantage that
nonlinear relationships between training action vectors can be
better described.

In LDA, Sw denotes the within-class variance of the train-
ing data assuming unimodal class probability distributions.
However, this may not be the case for human action classes.
Different view angles, action execution style variations among
different persons and human body shape differences are some
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of the reasons that may result in high intra-class variations and
subclass (multimodal) structure for human actions. Indeed, it
has been shown that action execution style variations can be
used even for person identification [32]. Furthermore, since
we aim at view-independent action recognition, actions can be
observed from arbitrary view angles. Therefore, it is expected
that even action videos depicting the same action instance from
different view angles will be quite different [14]. In the case
of multimodal action classes, the intra-class variance can be
better described by employing the within-class scatter matrix
proposed for Clustering-based Discriminant Analysis (CDA)
[38]:

Sw,CDA =

NA∑
j=1

bj∑
k=1

NV∑
i=1

βijk

Njk
(ϕi − µjk)(ϕi − µjk)

T . (11)

Here it is assumed that action class j consists of bj subclasses,
containing Njk, j = 1, ..., NA, k = 1, ..., bj action vectors
each. The index βijk denotes if action vector si belongs
to the k-th subclass of action class j represented by the
corresponding mean subclass vector µjk = 1

Njk

∑NV

i=1 βijkϕi.
The subclass mean vectors µjk are determined by applying K-
Means clustering on ϕi belonging to action class j, while the
optimal number of subclasses per action class is determined
by applying a grid search strategy.

By substituting (9) in the optimization problem (8) and
solving for ϑLP

ϑWout
= 0, Wout is given by:

Wout =

(
ΦΦT +

1

c
Sw

)−1

ΦTT . (12)

Since Wout calculation involves the calculation of B−1 =(
ΦΦT + 1

cSw

)−1, (12) can be used in the cases where B is in-
vertible. If B is singular, i.e., when NV < L, an unsupervised
dimensionality reduction step, performed by applying PCA
on the network hidden layer outputs, can be used [39]. PCA
application results to the determination of a data projection
matrix P ∈ RL×p, where p is the dimensionality of the
resulting low-dimensional PCA feature space. By using P, the
network hidden layer outputs representation in the PCA space
and the within-class scatter matrix are given by Φ̃ = PTΦ
and S̃w = PTSwP, respectively. In this case, the network
output weights are given by:

Wout =

[
PT

(
ΦΦT +

1

c
Sw

)
P

]−1

PTΦTT . (13)

Regarding the time complexity of the proposed MCVELM
algorithm, one should take into account that it involves the
following processing steps:

• calculation of the network hidden layer outputs, having
complexity equal to O(LDNV ),

• Φ() calculation having complexity equal to O(LNV ),
• Wout calculation having complexity equal to O(L3 +

L2N2
V ),

• network output calculation, having complexity equal to
O(NALNV ).

Keeping only the higher order terms, the time complexity of
the proposed MCVELM algorithm is equal to O(L3+L2N2

V ).
In the case where a dimensionality reduction step is performed

Fig. 3. Action classification (test phase).

on the network hidden layer outputs the time complexity of
the algorithm is increased to O(L3+L2N2

V +L2p+p2L+p3).

D. Action recognition (test phase)

Let us assume that a person performing an action instance
is captured by N ≥ 1 cameras. This results in the creation
of N action videos, each depicting the same action instance
from a different view angle. The obtained action videos are
preprocessed by following the procedure described in subsec-
tion II-B in order to produce the corresponding test action
vectors st,i, i = 1, . . . , N , which are subsequently introduced
to the trained SLFN network to produce N SLNF responses
ot,i ∈ RNA . Each of the test action videos is, subsequently,
classified to the action class corresponding to the maximal
SLNF output, i.e.:

ct,i = argmax
j

ot,ij , i = 1, ..., N, j = 1, ..., NA. (14)

In the case of multi-view action recognition, i.e., when
N > 1, a classification results fusion process is employed,
in order to classify the test action instance. In the experiments
presented in this paper, we have employed a simple majority
voting fusion:

ct = arg max
j

N∑
i=1

γij , j = 1, ..., NA, (15)

where γij = 1 if ct,i = j and γij = 0 otherwise. Alternatively,
one may employ Bayesian-based fusion schemes like the
ones proposed in [4], [32] for fusing the multi-view action
classification results. However, in such cases, view angle de-
termination should precede action classification. We have used
majority voting due to its simplicity and effectiveness [40].
Figure 3 illustrates the procedure followed in the recognition
phase.
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III. EXPERIMENTAL RESULTS

In this section, we present experiments conducted in order
to evaluate the performance of the proposed action recog-
nition method on four action databases. We have used the
Weizmann and the KTH single-view databases containing
simple human actions, the UCF sports single-view database
containing complex human actions and the i3DPost eight-
view database, where we illustrate the ability of the proposed
method to successfully operate in the case of different number
of training and test cameras. Finally, we illustrate the ability of
the proposed method to successfully operate on a related task,
i.e., facial expression recognition from videos, by using the
facial expression database [13]. A comprehensive description
of the databases used in our experiments is provided in the
following subsections.

In order to evaluate the contribution of the proposed
MCVELM algorithm on action recognition performance, we
compare its performance with that of the ELM [25], ORELM
[31] and Backpropagation algorithms. Furthermore, we com-
pare the performance of the proposed MCVELM classifier
with other classification schemes, i.e., the SVM classifier and
LDA-, CDA-, KDA- and KCDA-based action vector projection
followed by nearest (sub)class centroid classification. Finally,
in order to evaluate the contribution of the adopted FVQ
action representation, we compare its performance with that
of standard BoF-based action representation obtained by hard
vector quantization of HOG/HOF vectors.

Regarding the optimal parameter values, they have been
determined by applying multiple experiments using a grid
search strategy. Specifically, multiple experiments have been
applied for parameter values m = 1, 2, 5, 10, 20, c = 10r, r =
−6, . . . , 6, bj = 2, 3, D = 10q, q = 1, . . . , 200. Unless
otherwise stated, for each set of parameter values we apply the
experimental protocol provided by each database (e.g. Leave-
One-Person-Out cross-validation on the Weizmann database)
and we report the best performance of each algorithm. In the
SVM case, we have followed the one-versus-rest classification
scheme for multi-class classification and employed the RBF
kernel using the mean distance between the training action
vectors in order to determine the value of the parameter σ.
The same kernel has been employed for the cases of KDA-
and KCDA-based action classification. In the cases where
the matrix B involved in Wout calculation was singular, a
dimensionality reduction step has been performed by applying
PCA projection, so that 98% of the energy was preserved.
We should note here that the number of subclasses per action
class used by the proposed MCVELM algorithm exploiting
CDA-based within-class scatter can vary and, in general, can
be different over the various classes forming the classification
problem. However, due to the fact that the action databases
used for evaluation are quite small (8 samples per action
class for Weizmann, 64 samples per action class for KTH,
15 samples per action class in average for UCF sports, 56
samples per action class for i3DPost and 48 samples per facial
expression class in the facial expression database) we have
employed only bj = 2, 3, j = 1, . . . , NA subclasses per action
class in our experiments, i.e., from 2 up to 21 samples per

Fig. 4. Video frames of the Weizemann action database depicting ten actions.

Fig. 5. Video frames of the KTH action database for the four different
scenarios.

subclass for the case of bj = 3.

A. Single-view action recognition

1) The Weizmann action database: consists of 90 low-
resolution (144 × 180 pixel) videos depicting nine persons
(five males and four females) performing ten actions each [8].
The actions appearing in the database are: ’walk’, ’run’, ’jump
in place on two legs’, ’jump forward on two legs’, ’jumping-
jack’, ’gallop sideways’, ’skip’, ’wave one hand’, ’wave two
hands’ and ’bend’. Example video frames depicting instances
of all the actions in the database are illustrated in Figure 4.
The Leave-One-Person-Out experimental protocol is used by
most action recognition methods evaluating their performance
on this data set. That is, the algorithms are trained by using
the action videos of eight persons and tested on the action
videos of the ninth one. Multiple training-test rounds (folds)
are performed, one for each test person, in order to complete an
experiment. The mean action classification rate over all folds
is used in order to evaluate the performance of each method.

2) The KTH action database: consists of 600 low-
resolution (120 × 160 pixel) videos depicting 25 persons,
performing six actions each [41]. The actions appearing in the
database are: ’walking’, ’jogging’, ’running’, ’boxing’, ’hand
waving’ and ’hand clapping’. Four different scenarios have
been recorded: outdoors (s1), outdoors with scale variation
(s2), outdoors with different clothes (s3) and indoors (s4), as
illustrated Figure 5. It is worth noting that the persons are free
to change motion speed and direction between different action
realizations. The most widely adopted experimental setting on
this data set is based on a split (8 training, 8 validation and 9
test persons) that has been used in [41]. In our experiments,
we have used the training/validation sets in order to learn the
optimal parameter values for each algorithm. Subsequently,
each algorithm has been trained by using the learnt parameter
values and tested on the test set.
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Fig. 6. Video frames of the UCF sports action database.

TABLE II
COMPARISON RESULTS ON THE WEIZMANN ACTION DATABASE (TEN

ACTIONS).

Method [43] Method [44] Method [11] Method [45]
96.3% 98.9% 98.9% 99.6%

Method [46] Method [5] Method [23] Proposed Method
99.9% 100% 100% 100%

3) The UCF sports action database: consists of 150 low-
resolution (720×480 pixel) videos depicting actions collected
from ten sports, which are typically featured on broadcast
television channels, such as the BBC and ESPN [42]. The
actions appearing in the database are: ’diving’, ’golf swing-
ing’, ’kicking’, ’lifting’, ’horse riding’, ’running’, ’skating’,
’bench swinging’, ’swinging’ and ’walking’. The videos were
obtained from a wide range of stock footage websites in-
cluding BBC Motion gallery and GettyImages. The collection
represents a natural pool of actions featured in a wide range
of scenes and viewpoints. The Leave-One-Video-Out experi-
mental protocol is used by most action recognition methods
evaluating their performance on this data set. Example video
frames are illustrated in Figure 6.

Table I illustrates the action classification rates obtained on
the Weizmann action database. As can be seen, high action
classification rates have been obtained in all experiments. Fur-
thermore, it can be seen that six of the competing algorithms
perfectly classify all the action videos in this, rather simple,
action database. In Table II we compare the performance of
our method with that of other action recognition methods
evaluated on the Weizmann action database. As can be seen,
the proposed method achieves state-of-the-art performance on
the this database.

Table III illustrates the action classification rates obtained on
the KTH and the UCF sports action databases. As can be seen,
the FVQ-based action representation outperforms the standard
BoF-based action representation in most cases. Furthermore,
the proposed MCVELM-based action classification scheme
outperforms all the other classification schemes. Specifically,
it can be seen that the use of the FVQ-based action representa-
tion combined with the MCVELM algorithm outperforms all
the competing methods, providing action classification rates
equal to 93.52% and 85.77% for the KTH and the UCF sports
database, respectively. The corresponding confusion matrices
are illustrated in Figure 7.

In the KTH database, as can be seen in Figure 7a, three
action classes (out of six in total) are perfectly classified. The
two action classes that are most difficult to be recognized
are ’jogging’ and ’running’. This is reasonable, since these
actions are quite similar and, thus, it is easy to be confused to

TABLE III
ACTION CLASSIFICATION RATES AND TRAINING/TEST TIMES FOR THE

KTH AND THE UCFSPORTS ACTION DATABASES.

KTH UCF sports
FVQ BoF FVQ BoF

LDA 90.28% 87.96% 78.52% 78.52%
CDA 83.33% 83.33% 81.61% 82.11%
KDA 91.67% 89.81% 82.11% 80.56%

KCDA 90.28% 91.67% 81.61% 83.07%
SVM 91.2% 90.28% 84.76% 84.76%
BP 90.28% 89.81% 84.97% 81.64%

ELM 75.93% 76.39% 81.61% 80.56%
ORELM 91.67% 90.28% 82.11% 83.09%

MCVELM(LDA) 93.52% 90.28% 85.77% 81.61%
MCVELM(CDA) 89.81% 87.96% 82.61% 81.61%

(a) (b)

Fig. 7. Confusion matrices on the a) KTH and b) UCF sports databases.

each other. Furthermore, a rather small confusion is observed
between action classes ’waving’ and ’clapping’, which both
involve person’s hand motion. However, even in these cases,
high classification rates are obtained. Regarding the UCF
sports database, it can be seen in Figure 7b that the recog-
nition of complex actions, when observed by moving cameras
from arbitrary view angles in scenes containing complex
background, is clearly a more difficult task. However, high
classification rates (greater than 80%) have been obtained for
seven (out of ten) action classes.

In Figure 8, we compare the computational cost of all
competing algorithms in both the training and test phases.
More specifically, we compare the mean training and test
times for all the algorithms for a codebook size equal to
D = 500. All experiments have been conducted on a 3.2GHz
8GB Windows 7 PC using MATLAB implementation. As can
be seen, the ELM-based classification schemes are computa-
tionally efficient in both the training and test phases, while the
iterative nature of the Backpropagation algorithm leads to slow
neural network training. Furthermore, it can be seen that the
computational cost of the ELM-based classification schemes is
lower compared to the computational cost of most competing
algorithms in both the training and test phases.

Finally, we compare the performance of the proposed action
recognition method with that of other methods evaluating their
performance on the KTH and UCF sports databases in Table
IV. Here we should note that the method proposed in [23]
is evaluated on 9 action classes in the UCF sports database.
Furthermore, it requires human body detection and tracking
between successive video frames as preprocessing steps, in
order to determine the video frame locations that correspond
to the person under consideration, which increases the compu-
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TABLE I
ACTION CLASSIFICATION RATES ON THE WEIZMANN ACTION DATABASE.

LDA CDA KDA KCDA SVM BP ELM ORELM MCVELM (LDA) MCVELM (CDA)
BoF 98.89% 98.89% 100% 100% 100% 98.89% 98.89% 100% 100% 100%
FVQ 98.89% 98.89% 100% 100% 100% 98.89% 97.78% 100% 100% 100%

Fig. 8. Comparison of training (a,c) and test (b,d) times for all the competing algorithms on the KTH and UCF sports databases.

TABLE IV
COMPARISON RESULTS ON THE KTH AND UCF SPORTS ACTION

DATABASES.

KTH UCF sports
Method [43] 91.6% -
Method [12] 91.8% -
Method [48] 93.2% 71%
Method [24] - 85.6%
Method [47] 93.9% 86.5%
Method [23] 92.4% 90.1%
Proposed Method 93.52% 85.77%

tational cost of this method. Regarding the method proposed
in [47], it employs dense sampled local information for action
video representation which involves an extra processing step
during both training and testing. This renders the method more
computationally expensive compared to the proposed one.

B. Multi-view action recognition

The i3DPost multi-view action database [49] contains 512
high-resolution (1080 × 1920 pixel) videos depicting eight
persons performing eight actions. The database camera setup
consists of eight cameras placed in the perimeter of a ring
at a height of 2 meters above the studio floor. The actions
appearing in the database are: ’walk’, ’run’, ’jump in place’,
’jump forward’, ’bend’, ’fall down’, ’sit on a chair’ and ’wave
one hand’. The Leave-One-Person-Out procedure is used by
most action recognition methods evaluating their performance
on this data set. That is, the algorithms are trained by using
the action videos of seven persons and tested on the action
videos of the eighth one. Multiple training-test rounds (folds)
are performed, one for each test person, in order to complete
an experiment. The mean action classification rate over all

Fig. 9. Video frames of the i3Dpost eight-view action database depicting a
person walking.

folds is used in order to evaluate the performance of each
method. Example video frames depicting a person walking as
viewed from all NC = 8 available view angles are illustrated
in Figure 9.

Table V illustrates the action classification rates obtained
by applying all competing action classification schemes on
the i3DPost action database and by using all N = NC = 8
available cameras during both the training and test phases.
As can be seen, high action classification rates have been
obtained by the proposed method in all experiments. The FVQ-
based action representation outperforms the BoF-based one in
most cases. Furthermore, it can be seen that, by using the
FVQ-based action representation and the proposed MCVELM
algorithm for action classification, all action instances have
been perfectly classified, providing an action classification rate
equal to 100%.

In Table VI, we compare the performance of the proposed
action recognition method with that of other methods, recently
proposed in the literature, evaluating their performance on
the i3DPost database. As can be seen, the proposed method
outperforms all other multi-view action recognition methods
in this experimental setting. Here we should note that most
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TABLE V
ACTION CLASSIFICATION RATES ON THE I3DPOST MULTI-VIEW ACTION RECOGNITION DATABASE FOR NC = N = 8.

LDA CDA KDA KCDA SVM BP ELM ORELM MCVELM (LDA) MCVELM (CDA)
BoF 95.31% 96.88% 98.44% 98.44% 98.44% 90.63% 96.88% 96.88% 96.88% 98.44%
FVQ 96.88% 98.44% 100% 98.44% 98.44% 96.88% 96.88% 98.44% 98.44% 100%

TABLE VI
COMPARISON RESULTS IN THE I3DPOST MULTI-VIEW ACTION

RECOGNITION DATABASE.

Method [18] Method [20] Method [51] Method [4]
92.19% 94.34% 94.37% 94.87%

Method [28] Method [9] Method [50] Proposed Method
95.5% 96.34% 98.44% 100%

of the methods appearing in Table VI exploit global human
body information for action video representation and, thus,
require video frame segmentation as a preprocessing step,
while the method proposed in [50] employs an action video
representation based on the calculation of 3D optical flow,
which is time consuming.

In order to simulate the case where different number of
cameras are used in training and test phases, two sets of
experiments have been set as follows. We have assigned
randomly chosen ID labels li, i = 1, . . . , 8 on the action videos
of the i3DPost database by taking a random permutation of
the corresponding camera ID labels. In order to perform view-
independent single-view training and multi-view testing, we
have conducted experiments by performing the Leave-One-
Person-Out procedure and employing the action videos of the
training persons assigned to a camera ID label li = 1 and all
action videos of the test person for testing. Table VII illustrates
obtained action classification rates. By comparing Tables V
and VII, it can be seen that the case of view-independent
single-view training and multi-view testing corresponds to a
more difficult classification problem. We believe that this is
due to the fact that, by using such an experimental setting, the
obtained action representation is affected by the, so-called,
view angle effect [14], i.e., by the fact that actions are quite
different, when observed from different view angles. Fur-
thermore, by using the above described experimental setting,
the algorithms have to be trained by using a small number
(NV = 7) of action vectors. This fact, clearly, affects the
performance of the LDA- and CDA-based action classification
schemes, due to the well known Small Sample Size problem
[34]. However, as can be seen in Table VII, by using the
FVQ-based action representation and the proposed MCVELM
algorithm for action classification an action classification rate
equal to 92.19% has been obtained.

In order to simulate the case of multi-view training and
testing by using only some of the available cameras, we
have employed all action videos of the training persons in
order to train the algorithms and the action videos of the test
person assigned to camera ID labels li ≤ N for testing. The
action classification rates obtained by using the FVQ-based
action representation and a varying number of test cameras
1 ≤ N ≤ NC are illustrated in Figure 10. As can be seen
in this Figure, the MCVELM action classification scheme

Fig. 10. Action classification rates on the i3DPost database for multi-view
training and a varying number of test cameras N .

clearly outperforms all other classification schemes. By using
one, randomly chosen, camera for view-independent action
recognition, the LDA-based MCVELM action classification
scheme provided an action classification rate equal to 67.19%.
The CDA-based MCVELM action classification scheme was
able to better discriminate action classes and provided an
action classification rate equal to 82.81%. The CDA-based
MCVELM action classification scheme provided an action
classification rate equal to 98.44%, by using only three (out
of eight) test cameras. Finally, by using seven test cameras,
the CDA-based MCVELM action classification scheme was
able to perfectly classify all test action instances, providing
an action classification rate equal to 100%.

In Table VIII we compare the performance of the proposed
method with that of [4] and [28] for varying numbers of test
cameras N . As can be seen, the proposed method clearly out-
performs all competing methods in this experimental setting.

C. Facial Expression recognition

The facial expression database [13] contains 192 low-
resolution (152× 194 pixel) videos depicting two persons ex-
pressing six different emotions under two lighting setups. The
expressions appearing in the database are: ’anger’, ’disgust’,
’fear’, ’joy’, ’sadness’ and ’surprise’. In each lighting setup,
each person performs six instances of all the six expressions.
In each video, the person under consideration starts with a
neutral expression, shows the emotion and returns to neutral.
Example video frames depicting the expression appex level
for all six facial expressions are illustrated in Figure 11.

Table IX illustrates the classification rates obtained by
applying the Leave-One-Person-Out procedure on the facial
expression database. As can be seen, the FVQ-based action
representation outperforms the BoF-based action representa-
tion in most cases. The CDA-based MCVELM classification
scheme, combined with the FVQ-based action representation,
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TABLE VII
ACTION CLASSIFICATION RATES ON THE I3DPOST MULTI-VIEW ACTION RECOGNITION DATABASE FOR VIEW-INDEPENDENT SINGLE-VIEW TRAINING

AND MULTI-VIEW (N = 8) TESTING.

LDA CDA KDA KCDA SVM BP ELM ORELM MCVELM (LDA) MCVELM (CDA)
BoF 68.75% 71.88% 75.56% 73.44% 89.06% 68.75% 71.88% 89.06% 90.63% 85.94%
FVQ 68.75% 70.31% 78.12% 76.56% 90.63% 71.88% 89.06% 90.63% 92.19% 89.06%

TABLE VIII
COMPARISON RESULTS ON THE I3DPOST MULTI-VIEW ACTION RECOGNITION DATABASE FOR DIFFERENT NUMBER OF RANDOMLY CHOSEN TEST

CAMERAS N (NC = 8).

N 1 2 3 4 5 6 7 8
Method [4] 79% 84.78% 88.31% 89.93% 94.85% 93.61% 94.48% 94.87%
Method [28] 82.56% 84.9% 90.8% 92.18% 92.18% 94.43% 94.43% 95.5%

Proposed Method 82.81% 96.88% 98.44% 98.44% 98.44% 98.44% 100% 100%

TABLE IX
CLASSIFICATION RATES ON THE FACIAL EXPRESSIONS DATABASE.

LDA CDA KDA KCDA SVM BackProp ELM ORELM MCVELM (LDA) MCVELM (CDA)
BoWs 67.71% 70.83% 68.75% 71.35% 72.92% 77.86% 76.82% 76.56% 77.34% 77.34%
FVQ 65.63% 71.09% 67.71% 70.83% 76.56% 78.65% 77.08% 77.86% 77.34% 78.65%

Fig. 11. Video frames of the facial expression database depicting six
emotions.

Fig. 12. Confusion matrix on the facial expression database.

achieved the highest performance, equal to 78.65%. The
corresponding confusion matrix is illustrated in Figure 12.
As can be seen in this Figure, four of the six emotions, i.e.,
’anger’, ’joy’, ’sadness’ and ’surprise’, are well distinguished
and almost perfectly recognized. The remaining two emotions,
i.e., ’disgust’ and ’fear’, are more difficult to be recognized.
This is due to the fact that these two emotions involve small
facial motion, resulting in a small number of generated STIPs.
In addition, these two emotions contain a large number of
similar facial poses and, thus, it is more difficult to be well
distinguished.

In order to compare the performance of the proposed
method with that of other methods evaluating their perfor-
mance on the facial expression database, we have conducted
experiments by using the four experimental settings used in
[13], i.e., ’Same Person & Lighting’ (SPSL), ’Same Person,

TABLE X
COMPARISON RESULTS ON THE FACIAL EXPRESSION DATABASE FOR THE

CROSS-LIGHTING CONDITIONS EXPERIMENTAL SETTING.

Method [13] Method [11] Proposed Method
SPSL 97.9% 100% 100%
SPDL 89.6% 93.7% 91.7%
DPSL 75% 91.7% 81.77%
DPDL 69.8% 72.9% 76.56%
DPIL − − 78.65%

Different Lighting’ (SPDL), ’Different Person, Same Lighting’
(DPSL) and ’Different Person & Lighting’ (DPDL). Compar-
ison results are illustrated in Table X. As can be seen in this
Table, the proposed method outperforms the two competing
methods in the DPDL experimental setting, providing a classi-
fication rate equal to 76.56%, while it achieves the second best
performance in the SPDL and DPSL experimental settings,
providing classification rates equal to 91.7% and 81.77%,
respectively. We should note here that the method proposed
in [11] requires the solution of an l1 optimization problem in
the test phase, which is computationally expensive. Overall,
the proposed method provides good classification rates in all
cases.

IV. CONCLUSIONS

In this paper, we proposed a novel method aiming at
view-independent human action recognition. Action descrip-
tion is based on local shape and motion information. Fuzzy
vector quantization is employed for action representation,
while action classification is performed by a single hidden
layer feedforward neural network trained for view-independent
action classification. A novel algorithm for single hidden-
layer feedforward networks training has been proposed, in
order to enhance the classification performance. By combining
local shape and motion information appearing in video frame
locations of interest for action description and the proposed
MCVELM algorithm for action classification, a fast and
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efficient human action recognition method is obtained. The
proposed method can successfully operate in situations that
may appear in real application scenarios, since it does not
set any assumptions concerning the scene background and the
camera view angle. Experimental results on publicly available
video databases denote the effectiveness of both the adopted
action representation and the proposed MCVELM algorithm.
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